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Joint key/query channel selection can halve recurrent state,
with task-dependent quality costs and workload-dependent speedups.
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Deleting channels makes the recurrent state smaller

On State Reduction in Linear Attention

Unstructured sparsity

X · WK = K St

Structured sparsity

X · WKT
⊤ = K St

Figure 1: Left: Unstructured pruning yields a sparse weight matrix WK yet preserves the column
dimension of K, leaving the domain of the state matrix St ∈ Rdv,dk invariant. Right: Structured
pruning eliminates basis vectors, mapping keys to a lower-dimensional space Rd′

k where d′k < dk.
This results in a compressed state St ∈ Rdv,d

′
k . Figure inspired by Ashkboos et al. (2024a, Figure 1).

and gradient saliency, to reduce the dimension of the hidden state. In addition, motivated by theoretical
insights into the role of rank in linear attention, we introduce a novel structured pruning approach
that targets higher state rank utilization through rank-revealing channel selection.

Our results show that approximately 50% of the key and query channels can often be removed with
only modest degradation on language-modeling evaluations, even before recovery fine-tuning (Hu
et al., 2021; Ma et al., 2023; Ashkboos et al., 2024a). In addition, our long-context results confirm
a known weakness of linear attention models: purely recurrent models struggle with long horizon
recall (Arora et al., 2024a;b), whereas the hybrid Qwen3.5 9B (Qwen Team, 2026) preserves retrieval
capabilities, potentially because its attention layers retain an explicit long-context path.

In summary, our main contributions are:

• We provide theoretical insights into the role of rank in linear attention (Section 2.2). In
particular, we show that rank utilization affects readout error and can amplify query noise.

• Motivated by the low rank utilization observed in practice, we formulate a post-training
state-size reduction framework (Section 3). Specifically, we show that the state can be
reduced substantially by jointly selecting subsets of channels from the keys and queries.

• We adapt several existing pruning strategies to fit our framework and, building on our
theoretical analysis, propose a structured pruning method based on rank-revealing QR
decompositions (Section 3.4).

• We demonstrate state reduction across recurrent models from 370M to 7B parameters and
a 9B hybrid model, including end-to-end efficiency and long-context retrieval evaluations
(Section 5).

2 THEORETICAL INSIGHTS

This section establishes the theoretical foundations for our analysis. We begin by introducing the
linear attention mechanism and its interpretation as an associative memory, before developing a
framework to characterize the effect of rank inefficiencies within this setting.

2.1 BACKGROUND ON LINEAR ATTENTION

In its simplest form, linear attention (Katharopoulos et al., 2020; Schlag et al., 2021) arises by
replacing the exponential kernel in self attention with a linear one and discarding the normaliza-
tion (Vaswani et al., 2017). Let X ∈ RT,h be an input sequence that gets mapped to queries
Q = XWQ ∈ RT,dk , keys K = XWK ∈ RT,dk , and values V = XWv ∈ RT,dv via linear
projections. By the associativity of matrix multiplication, linear attention can then be expressed
recurrently as

St = St−1 + vtk
⊤
t , (1)

where St ∈ Rdv,dk is a matrix-valued hidden state used to compute the output ot = Stqt, and
S0 = 0. Katharopoulos et al. (2020) provide a detailed derivation. The state St implements a linear
associative memory (Ramsauer et al., 2020; Wang et al., 2025) that is addressed using the queries.
Throughout this work, we will refer to the update rule of St as the sequence mixer.

2

St ∈ Rdv ×dk −→ S′
t ∈ Rdv ×d ′

k , d ′
k < dk

• Sparse projection weights can leave the state shape unchanged.
• Select entire key/query channels and their convolution filters.
• 50% compression means half the recurrent matrix entries

in the pruned layers; total model memory has other components.
Paper, Fig. 1, PDF p. 2; Secs. 3.2–3.3, pp. 5–6.
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DeltaNet writes a prediction residual into memory

St = St−1 + βt(vt − St−1kt)k⊤
t , ot = Stqt

• kt , qt ∈ Rdk : write and read addresses.
• vt , ot ∈ Rdv ; βt : scalar update strength.
• The key controls both erasure and writing; the query controls readout.

The state inherits its available directions

rank(St) ≤ min{rank(Kt), rank(Vt)} ≤ t

Paper, Eqs. (1)–(3), PDF pp. 2–3; proof in App. F.2, pp. 25–26. Here Kt , Vt stack historical vectors as columns.
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Stable rank measures concentration of spectral energy

er(S) = ∥S∥2
F

∥S∥2
2

=
∑︁

i σ2
i

σ2
1

u(S) = er(S)
d , d = min(dv , dk)

• u = 1: all d singular values are equal.
• Low u: energy is concentrated in a

few directions.

On State Reduction in Linear Attention

The mechanism defined in Equation (1) can only write into the associative memory. DeltaNet (Schlag
et al., 2021; Yang et al., 2024) addresses this limitation by explicitly erasing old information correlated
with the current key before writing the new value to St,

St = St−1(I− βtktk
⊤
t ) + βtvtk

⊤
t . (2)

Gated DeltaNet (Yang et al., 2025a) further refines this mechanism by introducing a data-dependent
decay term.

2.2 ON THE ROLE OF THE RANK
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Figure 2: Singular value spectra for a DeltaNet
370M head (FineWeb, T = 2048, first 128 tokens
skipped). Left: Uncompressed baseline. Right:
DRRQR at 75% compression (pre-RFT).

Linear attention compresses the sequence his-
tory into a fixed-size hidden state, which gen-
erally entails a loss of information. This com-
pression is commonly viewed as a limitation rel-
ative to softmax attention, whose growing KV
cache allows each query to directly attend to in-
dividual past tokens. However, recent empirical
results indicate that pretrained linear attention
models don’t manage this memory well (Siems
et al., 2026; Parnichkun et al., 2025), exhibiting
an effective low-rank structure in practice. We
confirm this finding. Figure 2 shows the char-
acteristic tail of the singular value distribution
of a pretrained DeltaNet 370M. In the remain-
der of this section, we develop a framework that
illuminates this phenomenon.

By the nature of linear attention, the subspace spanned by the associative memory is governed by the
keys and values. Formally, for a family of linear attention models, the row and column spaces of the
associative memory satisfy

rowSt ⊆ span(k1, . . . ,kt), colSt ⊆ span(v1, . . . ,vt).

It thus follows that
rankSt ≤ min (rankKt, rankVt) ≤ t, (3)

where Kt = [k1, . . . ,kt] and Vt = [v1, . . . ,vt] are the matrices obtained by stacking the keys and
values, respectively. The proof is presented in Appendix F.2.

Equation (3) shows that the algebraic rank of the associative memory is bounded by the algebraic
ranks of the keys and values. However, algebraic rank is too rigid of a metric for noisy real-world
data. For a non-zero matrix S ∈ Rdv,dk , we therefore use its effective rank (or stable rank) (Rudelson
& Vershynin, 2007; Tropp, 2015; Vershynin, 2019; Ipsen & Saibaba, 2025), defined as

er(S) :=
∥S∥2F
∥S∥22

=

∑
i σ

2
i

σ2
1

,

where σ1 ≥ . . . ≥ σmin(dv,dk) ≥ 0 are the singular values of S. Intuitively, er(S) measures the
skewness of the singular-value spectrum of S.

An effective rank analogue of the bound in Equation (3) relates the effective rank of S to the
conditioning of the keys. In particular, for the linear attention recurrence St = St−1 + vtk

⊤
t , there

exists a scalar quantity ν(Vt) such that

ν(Vt)

κ2(Kt)
≤ er(St), (4)

where κ denotes the l2 condition number. Appendix F.1 proves this bound. The bound extends to
DeltaNet after a simple reparameterization. Define the pseudo-values

ut := βt(vt − St−1kt).

Then Equation (2) becomes St = St−1 + utk
⊤
t . Equation (4) therefore holds with ν(Ut) in place of

ν(Vt). This bound motivates considering key conditioning when selecting channels for pruning later
on.

3

DeltaNet 370M, one head.
75% reduction, before recovery fine-tuning
(RFT).

Paper, Sec. 2.2, Eq. (5), Fig. 2, PDF pp. 3–4. Both histogram axes are logarithmic; FineWeb, T = 2048, first 128
tokens skipped.
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Key conditioning enters a lower bound on state rank
For additive memory, S = VK⊤:

er(S) ≥
er(V∥)
κ(K)2 , κ(K) = σmax(K)

σmin(K)

• K ∈ Rdk×T has full row rank.
• V∥ ̸= 0: value rows projected onto row(K).
• DeltaNet uses pseudo-values ut = βt(vt − St−1kt).

Interpretation
Avoid nearly redundant key directions, while preserving useful signals.
The projected values also change when channels change.

Paper, Eq. (4), PDF p. 3; assumptions and proof in App. F.1, p. 25. The paper’s ν(V) = er(V∥) also depends on
K.
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An uneven spectrum permits large relative readout error

With ˜︁q = q∗ + ε, define
R = ∥Sε∥2 / ∥Sq∗∥2

∥ε∥2 / ∥q∗∥2
.

For a full-column-rank state:

max
∥q∗∥2=1, ε̸=0

R = κ(S) ≥ 1√︁
u(S)

• Worst case: query along the weakest direction, noise along the strongest.
• At exact isotropy, u = 1 and R = 1.
• This describes worst-case sensitivity; actual alignment matters.

Paper, Proposition 2.1, Eqs. (6)–(7), PDF p. 4; App. F.3, pp. 26–27.

6 / 28



Joint orthogonal changes preserve the sequence mixer

For a square orthogonal T:

k′
t = Tkt , q′

t = Tqt , S′
t = StT⊤

S′
tq′

t = StT⊤Tqt = Stqt .

• The Delta recurrence keeps the same form; scalar decay also commutes.
• Both keys and queries must use the same transformation.

Dimension reduction changes the problem
For T ∈ Rd ′

k×dk , T⊤T ̸= I.
Compression seeks an acceptable approximation to the original dynamics.

Paper, Proposition 3.1 and Secs. 3.1–3.2, PDF p. 5.
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Channel selection preserves the efficient layer structure

T diag(w(j))T⊤⏞ ⏟⏟ ⏞
generally dense

vs. PI = [ei1 , . . . , eid′
k
]⊤⏞ ⏟⏟ ⏞

select original coordinates

1. Pick one retained set I per head.
2. Slice matching columns of WK and WQ.
3. Slice the matching depthwise convolution filters.
4. Execute the same recurrence with a smaller d ′

k .

Dense PCA rotations conflict with depthwise convolution.
Shared filters address convolution, but SiLU still breaks general rotation equivariance.
Paper, Secs. 3.2–3.3, PDF pp. 5–6; App. B.3–B.5, pp. 17–18. The retained channels are normalized in the
reduced model.
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Three baselines score individual channels
L1: projection-weight magnitude

sj = ∥WQ,:j∥1 + ∥WK ,:j∥1

S-Wanda: magnitude weighted by input activation

sj =
∑︂

i
(|WQ,ij | + |WK ,ij |) ∥X:i∥2

Grad: first-order task-loss sensitivity

sj =
∑︂

i

(︁
|WQ,ij∇WQ,ij L| + |WK ,ij∇WK ,ij L|

)︁
Select the top d ′

k scores within each head.
Grad alone uses full-model loss gradients.
Paper, Sec. 3.4, PDF pp. 6–7. Rand selects channels randomly.
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DRRQR selects original columns with a stable basis

M =
[︄
Kcal
Qcal

]︄
∈ R2N×dk , MΠ = QQR

(︄
Ak Bk
0 Ck

)︄

1. Start with column-pivoted QR; k = d ′
k .

2. Evaluate swaps between selected and unselected columns.
3. Accept swaps that improve the selected volume beyond tolerance f .
4. Return the first k original channel indices in the permutation.

What is guaranteed
Strong RRQR bounds the selected joint activation spectrum.
The model uses the selected channels, with no QR rotation at inference.

Paper, Sec. 3.4, PDF pp. 6–7; Algorithm 2, p. 15; App. B.2, pp. 15–16. The full bound and swap rule are in
backup slide 23.
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Calibration and recovery answer different questions

Calibration and models
• Default: 128 FineWeb samples.
• DRRQR: subsample 2.5k keys and

2.5k queries.
• DeltaNet / Gated DeltaNet:

370M and 1.3B.
• Mamba-2 370M, Codestral 7B; hybrid

Qwen3.5 9B.

Recovery fine-tuning
• LoRA rank 32, α = 64.
• 32k FineWeb samples; length 2048;

batch 16.
• LR 10−4 → 10−5; 5% warmup.
• Train convolutions and norms; distill

from original model.

Pre-RFT isolates immediate pruning quality. Post-RFT includes recovery.
Paper, App. A, PDF p. 14. 370M DN/GDN: 10B pretraining tokens. Mamba results are pre-RFT. Qwen RFT
updates recurrent components only.
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Half-sized states often recover language-model quality

DRRQR at 50% state reduction
WikiText-2 PPL ↓ Zero-shot avg. % ↑

Model Base Pre Post Base Post

DN 370M 29.8 31.4 29.4 44.2 44.5
DN 1.3B 16.7 20.5 17.5 50.0 49.7
GDN 370M 28.8 31.6 28.7 44.4 43.8
GDN 1.3B 16.8 17.3 16.3 59.4 58.0

• Recovery matters: DN 1.3B LAMBADA PPL is 11.9 → 47.2 → 11.8.
• Small post-RFT gains include added training and distillation.

Paper, Table 20, PDF p. 29. DN = DeltaNet; GDN = Gated DeltaNet. Six-task average: ARC-E/C, HellaSwag,
WinoGrande, PIQA, LAMBADA.
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More compression exposes a gradual quality trade-off

Gated DeltaNet 1.3B, after RFT
Reduction Selector Wiki PPL ↓ LMB PPL ↓ Avg. % ↑

0% Baseline 16.8 9.7 59.4
30% DRRQR 15.9 10.7 58.8
30% Grad 15.9 9.9 59.0
50% DRRQR 16.3 12.0 58.0
50% Grad 16.4 10.5 58.3
75% DRRQR 17.9 14.7 56.2
75% Grad 17.8 12.5 56.8

At 50%, DRRQR has lower WikiText PPL; Grad has better LAMBADA
and average task accuracy. The selector ranking depends on the metric.

Paper, Table 1, PDF p. 8; full task breakdown in Table 24, p. 33.
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Higher utilization can coexist with lower absolute rank

On State Reduction in Linear Attention

Rank Revealing QR factorization (Gu & Eisenstat, 1996) to the activation statistics M = [K;Q] to
select a subset of d′k feature channels. Strong RRQR selects feature channels with a provable bound on
their condition number. Algorithm 2 starts from a QR decomposition with column pivoting and then
iteratively permutes columns between a current chosen basis and a set of candidates to satisfy numer-
ical stability bounds. We detail the specific swap-gain metric, update rules, and conditioning bound
in Appendix B.2. Unlike heuristic approaches, DRRQR relies on deterministic guarantees for rank
revelation of the joint key-query activation matrix, rendering the method tractable and interpretable.

4 RELATED WORK

Rank Considerations. Recent empirical results show that the memory of linear attention models
often exhibits a low-rank structure (Siems et al., 2026; Parnichkun et al., 2025), indicating that they
do not manage their associative memory well. Our work builds on these observations, forcing the
model to operate in a lower-dimensional space with increased rank utilization and a minimal decrease
in effective rank (Ipsen & Saibaba, 2025).

More generally, rank collapse is a well-known phenomenon in transformers. Noci et al. (2022) reveal
that collapsed queries and keys hinder gradient flow at initialization, while Dong et al. (2021) show
that skip connections help alleviate it. In this work, we tie the rank of the queries and keys to that of
the hidden state in linear attention and show how a skewed spectrum of the associative memory can
amplify query noise during readout.

Pruning Methods. Conventional pruning methods are usually either unstructured or semi-
structured and thus require specialized kernels to realize sparsity-induced speedups (LeCun et al.,
1989; Frantar & Alistarh, 2023; Sun et al., 2024). SparseGPT (Frantar & Alistarh, 2023) frames
pruning as a local reconstruction problem. Sun et al. (2024) propose a simpler, gradient-free metric
based on the product of weight magnitudes and input activation norms. Several works have sought to
enhance this metric by re-incorporating gradients. GBLM (Das et al., 2023) and Pruner-Zero (Dong
et al., 2024) utilize gradients derived from full-model backpropagation to refine pruning scores.
Wanda++ (Yang et al., 2025b) introduces regional gradients to decrease the computational cost.
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Figure 3: Rank utilization of DeltaNet 370M as a
function of the token index for a random sample of
Fineweb, averaged over layers and heads, at a com-
pression ratio of 75% pre-RFT. All models except
for the baseline have the same state dimensions
and are therefore directly comparable.

A challenge in structured pruning is the handling
of coupled structures, where removing a neuron
or head in one layer breaks dimensional con-
sistency in subsequent layers. Ma et al. (2023)
address this issue by constructing dependency
graphs to identify groups of parameters that
must be excised simultaneously. Similarly, our
work addresses the structural coupling of linear
attention models, specifically the dependency
between the projection matrices of queries and
keys and the depthwise convolutions.

SliceGPT (Ashkboos et al., 2024a) prunes a
model’s backbone. This affects the rows of WQ

and WK. In particular, the attention mechanism
operates in the same space pre- and post-slicing.
Our work can be considered complementary to
this approach. By pruning columns of WQ and
WK, we explicitly reduce the dimension of the
attention mechanism. ThinK (Xu et al., 2025a)
prunes KV cache channels in softmax Transformers based on attention weight magnitudes. While
conceptually related to our framework, this method was designed for the KV cache of softmax
attention layers, not the state of linear attention ones.

Quantization Methods. Recent Transformer quantization approaches like QuaRot (Ashkboos et al.,
2024b) and SpinQuant (Liu et al., 2025) apply orthogonal rotations to both the residual stream and the
state-space to disperse outliers. While effective for softmax Transformers, these state-space rotations
are incompatible with the causal convolutions typically employed in linear attention models.

7

DeltaNet 370M, 75% reduction
dk Mean u

Baseline 128 0.053
DRRQR 32 0.170
L1 32 0.124

Reading-derived calculation:

mean stable rank ≈ 6.78 → 5.44.

Most effective dimensions survive
in one quarter of the capacity.

Paper, Fig. 3, PDF p. 7; Table 5, p. 18. All compressed curves have the same dimension; baseline has a different
denominator. Pre-RFT, FineWeb.
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A low condition number can hide discarded signal

Selected joint key/query columns: DeltaNet 370M, 75% reduction
Selector σmin σmax κ

Baseline (128) 0.10 49.4 529
DRRQR (32) 0.96 49.4 65
Grad (32) 0.62 48.5 89
S-Wanda (32) 0.65 22.5 42
L1 (32) 0.64 15.3 32

• DRRQR retains the dominant spectral scale and lifts the smallest singular value.
• L1 has a smaller κ, but removes much of the dominant signal.
• DRRQR and Grad overlap on a median 26/32 channels; random overlap is 8.

Paper, App. C.2, Table 6, PDF p. 18. Each column reports a per-head median; median ratios need not equal ratios
of medians.
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DRRQR transfers more reliably across calibration corpora

DeltaNet 370M, 75% reduction, before RFT
Calibration corpus DRRQR PPL ↓ Grad PPL ↓

FineWeb 41.6 44.9
PG19 41.5 53.8
Pile 41.7 51.0

• Fixed evaluation: WikiText-2; 128 calibration sequences of length 2048.
• DRRQR: 41.6–41.7 PPL across 8–512 FineWeb samples.
• Grad is stable in-domain, but its scores depend on calibration loss.

Paper, Table 2, PDF p. 8; full calibration study, Table 7, p. 19. These dedicated ablation values differ from the
standard 75% run in Table 21.
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The framework extends to Mamba, with visible quality cost

Mamba-Codestral 7B, 50% reduction, before RFT
Selector Wiki PPL ↓ LMB PPL ↓ Avg. % ↑

Baseline 14.5 6.7 64.4
Grad 16.7 12.7 59.9
DRRQR 17.6 28.7 57.1
L1 25.7 73.7 48.8

• Mamba-2’s B, C play the roles of keys and queries.
• Both selectors outperform magnitude pruning; Grad is stronger here.
• DRRQR loses 7.3 accuracy points; 7B results are reported before recovery.

Paper, Tables 9–10, PDF pp. 19–20; main-text Table 3, p. 8.
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Retrieval separates pure recurrence from the tested hybrid

50% recurrent-state reduction, after RFT; scores ↑
Model Configuration RULER 4K NIAH 4K

GDN 1.3B Baseline 38.8 81.3
DRRQR 27.5 61.9

Qwen3.5 9B Baseline 93.9 100.0
DRRQR 93.6 100.0

• GDN loses 19.4 NIAH points despite competitive language-model metrics.
• Qwen prunes and fine-tunes recurrent components; attention stays frozen.
• Supports a memory-path hypothesis; models also differ in scale and training.

Paper, Table 4, PDF p. 9; Tables 11–12, p. 20. The reported context lengths are 2K and 4K.
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End-to-end speedup grows with decode batch size

On State Reduction in Linear Attention

Table 4: Long-context retrieval after
RFT at 50% state reduction. Only the re-
current components of Qwen3.5 9B are
finetuned.

Model Method RULER ↑
4K

NIAH ↑
4K

GDN 1.3B Baseline 38.8 81.3
DRRQR 27.5 61.9

Qwen3.5 9B Baseline 93.9 100.0
DRRQR 93.6 100.0

Table 3 demonstrates the applicability of our pruning
framework to a 7B Mamba-2 model before RFT. DRRQR
and Grad degrade substantially less than magnitude based
pruning. Appendix C.3 reports more compression ratios
and the full task breakdown.

Recurrent models are known to perform poorly in long-
context recall (Arora et al., 2024a;b). Our experiments
confirm that observation. We furthermore find that, at
50% reduction, the purely recurrent Gated DeltaNet loses
recall accuracy. At the same time, the hybrid Qwen3.5 9B
matches its baseline (Table 4) under a 50% state reduction
in its linear layers. This contrast supports the hypothesis
that exact attention layers preserve a long-range memory path. Appendix C.4 reports moderate
compression ratios and more long-context results.
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Figure 4: End-to-end speedup of Gated DeltaNet 1.3B on an H100,
relative to the uncompressed baseline. (a) Decode, prompt length
512. (b) Prefill, at context length 2K and 8K. Complete results for
Gated DeltaNet and DeltaNet are provided in Appendix G.1.

Speedup We benchmark end-
to-end inference speedup under
our framework using flash-linear-
attention kernels (Yang & Zhang,
2024). Each configuration uses
10 warmup steps and 100 mea-
sured steps, and we report the
median of three repetitions. We
show Gated DeltaNet 1.3B in
the main text. Appendix G.1
provides the complete results
for both Gated DeltaNet and
DeltaNet 1.3B.

Figure 4 (a) shows that decode
speedup increases with state re-
duction and batch size, reaching
up to ∼ 50% at 50% compression. Figure 4 (b) reports prefill speedup at 2K and 8K tokens. At 50%
state reduction, gains are ∼ 15% for B ≥ 4, also at 16K tokens (Appendix G.1). Together, both
panels establish end-to-end benefits for both inference regimes. The appendix additionally isolates
the sequence mixer to expose kernel-level compute and memory reductions.

6 DISCUSSION

The low-rank structure observed in pretrained linear attention states raises the question of whether
these models could use their memory capacity more effectively. To explore this question, we analyze
how keys and values shape the effective rank of the recurrent state and how this rank structure can
amplify the effect of query noise during memory readout. As a consequence, we show that structured
pruning of the keys and queries allows discarding at least half of the state while entailing only a minor
increase in perplexity. In addition to adapting several pruning strategies, we introduce a method with
a provable conditioning bound for the selected joint key-query activations. Our empirical evaluations
show that the resulting structured pruning framework can substantially reduce state size at scale.
While effective, we note that state reduction is generally not lossless, and competitive downstream
performance typically requires RFT after pruning. Our long-context results suggest that hybrid
models are more resilient on recall intensive tasks.

Future Work. As hybrid architectures become increasingly prominent, understanding the role of
linear layers in these models is an interesting direction for future work. Our long-context results
suggest that hybrids may be more resilient to state pruning than purely recurrent models, raising
the possibility of a division of labor between linear and softmax attention layers. Investigating how
these layers contribute to memory and retrieval could clarify the importance of recurrent capacity and
inform the design of more efficient hybrid architectures.

9

GDN 1.3B, H100
50% state reduction

• Decode, B = 1: 1.03×.
• Decode, B = 64: 1.47×.
• Prefill: usually 1.14–1.16×.

At B = 64, 11.61/1.47 ≈ 7.90
ms/token:
47% more speed, about 32% less
time.

Paper, Fig. 4, PDF p. 9; Tables 17–18, p. 28. CUDA graphs, unchanged FLA kernels, 10 warmups, 100 measured
steps, median of 3 trials. Decode prompt: 512 tokens. Prefill at 2K, B = 1–2: 1.00×.
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Coupled scoring helps DRRQR, but magnitude has a caveat

DeltaNet 370M, 50% reduction; WikiText-2 PPL ↓
Selector Score from K+Q Score from K Score from Q

L1 3843.5 425218.3 33.0
S-Wanda 915.9 376074.0 33.0
DRRQR 31.4 286035.7 32.1
Grad 31.7 17709.6 31.9

• Every column still applies the same selected indices to both K and Q.
• Joint scoring works best for DRRQR and Grad.
• Query-only magnitude is a much stronger baseline than joint magnitude.

Paper, Table 16 and App. C.7, PDF p. 23. Uncompressed baseline: 29.8.
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Capacity should be chosen for the capability you need

1. A practical compression primitive.
Coupled channel selection shrinks state while preserving kernel compatibility.

2. A useful numerical criterion.
DRRQR preserves useful activation directions without task gradients,
and transfers well across the tested calibration corpora.

3. A capability-dependent budget.
Language modeling tolerates more compression than pure recurrent retrieval;
batch size determines how much speed is recovered.

Discussion: could per-head budgets and retrieval-aware calibration
preserve the rare directions that long-context recall needs?
Synthesis of Secs. 2–6 and Apps. C/G. The discussion question is a reading-derived research direction.
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Paper and source materials

Philipp Nazari and T. Konstantin Rusch
On State Reduction in Linear Attention
arXiv:2602.04852v3, revised 29 September 2026.

arxiv.org/abs/2602.04852v3
github.com/camail-official/LinearAttentionPruning

• All experimental numbers are from this paper version.
• Figures are cropped from the paper; tables select reported entries.
• Page locators refer to the original 35-page PDF.
• The following six slides provide optional technical backup.
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Backup: strong RRQR controls the selected spectrum
Let k = d ′

k , n = dk , rank(M) ≥ k, and f ≥ 1.

ρij =

⌜⃓⃓⃓
⎷|(A−1

k Bk)ij |2 +

⎛⎝ ∥(Ck):,j∥2

1/
⃦⃦⃦
(A−1

k )i ,:
⃦⃦⃦

2

⎞⎠2

.

Swap columns while maxij ρij > f . At termination:

cf =
√︂

1 + f 2k(n − k), σi(Ak) ≥ σi(M)
cf

∥Ck∥2 ≤ cf σk+1(M), κ(Ak) ≤ cf
σ1(M)
σk(M) .

Selected original columns share the singular values of Ak .
The guarantee concerns the calibration matrix, not a bound on task loss.
Paper, Algorithm 2 and App. B.2, PDF pp. 15–16; based on Gu & Eisenstat (1996).
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Backup: the rank bound and local gradient conditioning

Projected-value proof sketch

S = V∥K⊤, ∥S∥F ≥
⃦⃦⃦
V∥

⃦⃦⃦
F

σmin(K), ∥S∥2 ≤
⃦⃦⃦
V∥

⃦⃦⃦
2

σmax(K).

Divide the squared inequalities to obtain the stable-rank lower bound.

Local query-weight gradient

o = SW⊤
Qx, J = ∂o

∂ vec(WQ) = S ⊗ x⊤

σ+
i (J⊤) = ∥x∥2 σi(S).

For fixed S of full column rank and x ̸= 0, the backward map
inherits κ(S) on its nonzero singular subspaces.
Paper, App. F.1, PDF p. 25; App. F.4, p. 27. Projected values must be nonzero and keys full row rank for the
first bound.
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Backup: fixing convolution alone does not rescue PCA

Closest diagonal filters after a square orthogonal rotation:

W′ = (T ⊙ T)W.

Shared filters commute with rotations; elementwise SiLU generally does not.

DN 370M, 50% reduction Standard conv Shared conv

Proper PCA, Wiki PPL ↓ 3.2 × 105 155.76
Grad, Wiki PPL ↓ 31.75 33.73
Uncompressed, Wiki PPL ↓ 29.83 29.55

Keeping high-variance components is insufficient for preserving the full layer.
Paper, Proposition B.1, PDF p. 17; SiLU qualification, p. 18; Table 15, p. 22. Compression results are pre-RFT.
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Backup: hybrid robustness still depends on the selector

Qwen3.5 9B, before RFT

Configuration Wiki PPL ↓ LMB PPL ↓ Avg. % ↑

Baseline 9.0 3.8 73.3
DRRQR 25% 9.7 4.3 73.0
DRRQR 50% 11.6 5.7 71.4
L1 25% 18.8 7.1 61.3
L1 50% 38.0 33.4 50.9

After recurrent-only RFT at 50%, DRRQR also retains completion scores:
SQuAD 65.3 → 66.0; SWDE 92.7 → 92.3.
Softmax attention layers remain frozen throughout recovery.

Paper, Table 13, PDF p. 21; Table 12, p. 20.
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Backup: recovery can further reshape the state spectrum

On State Reduction in Linear Attention
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DRRQR (pre-RFT)
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Figure 6: Impact of recovery fine-tuning (RFT) on the singular value spectrum (T = 2048, first 128
tokens skipped). We compare the uncompressed Baseline with DRRQR (75% compression) both
before (pre) and after (post) RFT.

Performance of shared convolutions. We include results on pre-trained DeltaNet models with
and without shared convolutions in Table 14. It shows that, while models with shared convolutions
are competitive (especially when just shared inside of a head and not across heads), there is a slight
drop-off.

Table 15: Comparison of post-compression (pre-RFT) perplexity on WikiText-2 for DeltaNet 370M.
We compare standard (non-shared) vs. shared convolutions under different pruning strategies. "PCA
(adv.)" removes the highest variance components (keeping noise), while "PCA (prop.)" removes the
lowest variance components (keeping signal).

Comp. Method Non Shared Shared

75% PCA (adv.) 3.1 · 105 2.1 · 105
PCA (prop.) 3.3 · 105 184.48
Grad 46.7 69.78

50% PCA (adv.) 2.4 · 105 6.1 · 104
PCA (prop.) 3.2 · 105 155.76
Grad 31.75 33.73

0% – 29.83 29.55

C.6.2 IMPACT OF CONVOLUTIONS ON PCA-BASED PRUNING

Towards quantifying the two approaches of handling the per-channel convolutions, we compare a
"Proper PCA" method, where we retain the principal components with the highest variance, against
an "Adversarial PCA" baseline, where we deliberately retain the dimensions with the lowest variance.
In a system robust to rotation, proper PCA should outperform the adversarial baseline.

Table 15 presents the perplexity on WikiText-2 for DeltaNet 370M (pre-RFT). For the shared
convolutions, proper PCA generally yields way better perplexity than the adversarial baseline.
However, in the standard, non-shared case, the filter averaging does not suffice to make up for the
misalignment post-transformation. Furthermore, the Grad pruning method still outperforms PCA
even when using shared convolutions.

C.7 ON COUPLED SELECTION

We compare selecting indices based on (i) the sum of scores derived from both projections (K,Q),
(ii) keys only (K), and (iii) queries only (Q). Results are reported in Table 16.

We observe that selecting columns based on query projections (Q) consistently outperforms selection
based solely on keys (K) for magnitude-based methods. Since queries govern readout, pruning based
on Q ensures we discard dimensions with minimal contribution to the output. In contrast, pruning
based on K risks removing information that the model attempts to access with a strong query, leading
to significant readout errors.

22

• One DeltaNet 370M head, 75% reduction, FineWeb sequence length 2048.
• Histograms aggregate singular values after the first 128 tokens.
• Compression shortens the tail; RFT can introduce a spectral gap.
Paper, Fig. 6 and App. C.5, PDF pp. 20–22. Both axes are logarithmic; this is a selected-head illustration.
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Backup: state size, mixer memory, and model speed differ

GDN 1.3B, H100, 2K prefill, 50% state reduction
Batch Mixer speedup Mixer VRAM ratio Full-model speedup

8 1.26× 0.73× 1.14×
16 1.28× 0.73× 1.14×
32 1.28× 0.72× 1.14×

• Mixer measurements exclude projections, norms, and feed-forward layers.
• A smaller recurrent matrix is only part of peak inference memory.
• Larger decode batches expose more benefit from reducing per-sequence state.

Paper, Tables 18–19 and App. G.1, PDF pp. 27–28. Mixer setup: 16 heads, hidden size 2048, dv = 128.
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