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Can text be generated in a few cheap parallel passes?

• Autoregression requires roughly L sequential token decisions.
• Masked diffusion updates many positions at once, but repeats full-sequence work.
• Few-step distillation can reduce passes while retaining the full-sequence cost per

pass.

The NCM answer
Learn a hierarchy of discrete codes and generate one level per pass: K ≪ L, with ℓk < L
at the early levels.

Paper, Secs. 1–2, PDF pp. 2–4.
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A hierarchy changes both the schedule and the representation
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Figure 2: Comparing text generation paradigms. Next-token prediction generates one token
per step, and masked diffusion (discrete diffusion) refines all L positions at every step. NCM
instead generates discrete codes rik, the i-th code of level k, from coarse to fine in K ≪ L steps:
each step predicts the ℓk codes of one level in parallel, conditioned on the reconstruction ẑ(k−1) of
the earlier levels, and after the final level, the cumulative reconstruction is decoded into tokens.

1 Introduction

Diffusion language models (DLMs) are the leading non-autoregressive language modeling paradigm
[1, 2, 3]. Their main appeal is their ability to produce many tokens at a time through iterative
denoising, which can make generation substantially faster than in autoregressive (AR) models
that generate one token at a time. This is becoming increasingly important, as language model
inference is one of the dominant computational workloads [4, 5]. DLMs are moving from research to
practice: open models such as LLaDA [6] scale to billions of parameters, commercial systems such
as Mercury [7] and DiffusionGemma [8] serve diffusion models in production, and diffusion drafters
like DFlash [9] accelerate AR models through speculative decoding.

The promise of DLMs is parallel sampling: generating a sequence in far fewer sequential steps than
it has tokens. In practice however:

• (i) Many sampling steps. Diffusion models predict tokens in parallel but still perform successive
denoising passes. Reducing these passes can substantially degrade generation quality (Figure 5),
limiting the speed gains from parallelism.

• (ii) Expensive sampling steps. Processing the full sequence at every step limits speedups, and
bidirectional attention prevents direct reuse of AR-style KV caching [10, 11].

• (iii) Large training budgets. DLM training often involves many passes over the same data.
For example, strong diffusion baselines such as DUO and MDLM are trained on OpenWebText
for 1M steps, processing over 500B tokens [12, 3, 13].

Prior work reduces the number of sampling steps mainly through few-step samplers and distillation,
either by distilling a many-step teacher into a few-step student [12, 14] or by learning a direct map
between noise levels [15]. These approaches come at the cost of additional training stages on top of
an already expensive model. Few-step sampling also comes at a price: distilled models tend to be
less diverse than the models they are distilled from. On standard benchmarks such as OpenWebText
[16] and LM1B [17], they reach a lower generative perplexity at the expense of sample diversity, as
measured by mean per-sample unigram entropy [15]. Moreover, these approaches leave the per-step
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Paper, Fig. 2, PDF p. 2. NCM makes K serial level decisions; the ℓk codes inside a level are sampled in parallel.
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The two stages are learned separately

(a) Stage 1: Learn a Multiscale Tokenizer
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Figure 4: NCM’s two-stage training. (a) A multiscale residual VQ-VAE learns to encode text
into a coarse-to-fine hierarchy of discrete codes r1, . . . , rK and reconstruct the input. (b) The NCM
transformer predicts all codes within level k in parallel from the cumulative reconstruction ẑ(k−1),
resized to ℓk positions. In the unconditional setting, block-diagonal attention restricts each input
block to itself. During training, all K levels are predicted in one forward pass using a cross-entropy
loss. During generation, levels are predicted sequentially from coarse to fine.

3 Next-Concept Modeling

NCM generates text through a learned coarse-to-fine hierarchy of discrete codes. We first train a
multiscale residual VQ tokenizer to represent text at progressively finer levels of detail, then freeze
it and train a transformer to generate the hierarchy. At each level, the transformer predicts all
codes in parallel, conditioned on the cumulative reconstruction of earlier levels. The tokenizer’s
decoder maps the completed reconstruction back to text. Figure 3 previews this process through a
German–English translation, showing how the output develops across levels. The term concept here
refers to the information carried by the coarse levels of the hierarchy.

3.1 Preliminaries

Given latent vectors z ∈ RL×d and a codebook V = {e1, . . . , e|V|}, with entries ej ∈ Rd, vector
quantization [20] replaces each vector zi with its nearest codebook entry:

ziq = argmin
e∈V

∥zi − e∥22 (1)

The selected codebook vectors form the quantized latent zq ∈ RL×d.

A single quantization step generally leaves an approximation error. Residual quantization [29] repre-
sents this error using additional codebooks, adding each quantized correction to the reconstruction.
Starting from the residual z(0) = z and the reconstruction ẑ(0) = 0, let z(k),i denote the residual
vector at position i after level k, and ẑ(k),i the corresponding cumulative reconstruction vector.
Level k quantizes the residual into L codes rk and updates the reconstruction and residual. Here
ek(rk) denotes lookup in level k’s codebook, with ek(rk)

i = ek,rik
:

ẑ(k) = ẑ(k−1) + ek(rk), z(k) = z − ẑ(k) (2)

5

Paper, Fig. 4, PDF p. 5. Train the multiscale tokenizer first; freeze it before generator training.
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Each level quantizes what the earlier levels missed

z = Eϕ(x) ∈ RL×d , uk = Downk(z(k−1)) ∈ Rℓk×d

r i
k = arg min

j
∥ui

k − ek,j∥2
2, ẑ(k) = ẑ(k−1) + Rk(ek(rk))

• rk : ℓk code indices; ℓ1 < · · · < ℓK = L.
• Rk : maps short codebook vectors back to L latent positions.
• Later levels encode the residual z − ẑ(k).

Paper, Secs. 3.2–3.3, PDF pp. 6–7, Eqs. (3), (7)–(8).

5 / 23



Nested dropout forces useful partial reconstructions

• Sample a cutoff k; reconstruct text using only the first k levels.
• Token cross-entropy rewards information in coarse levels.
• VQ commitment and codebook losses keep the quantized latent close to the encoder

latent.
Ltok = −1

L
∑︂

i
log pψ(x i | ẑ(k)) + β MSE(z , sg[ẑ(k)]) + MSE(sg[z ], ẑ(k))

Paper, Sec. 3.3, PDF p. 7, Eq. (9). sg denotes stop-gradient.
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Within a level, codes are conditionally independent

pθ(r1:K ) =
K∏︂

k=1
pθ(rk | ẑ(k−1)) =

K∏︂
k=1

ℓk∏︂
i=1

pθ(r i
k | ẑ(k−1))

Operational consequence
One transformer call predicts all ℓk code distributions. The next level waits for the
current level’s sampled codes.

• Training: all level targets in one forward pass with teacher forcing.
• Generation: K sequential forward passes, then one decoder pass.

Paper, Secs. 3.2 and 3.4, PDF pp. 6–7, Eqs. (4)–(5); Algorithms 1–2.
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Corrupting context codes prepares the model for its own errors

• Training replaces some conditioning
codes with codes from the same level.

• Targets remain the clean codes.
• Moderate corruption greatly lowers

TinyStories Gen. PPL; too much loses
signal.

LNCM = −
∑︂

k
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i

log pθ(r i
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Paper, Sec. 3.4, PDF p. 7, Eq. (10); Appendix F.3, Fig. 13, PDF p. 29.
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Block-diagonal attention avoids repeated past-block work
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(d) Block-diagonal (NCM)

TinyStories attention Block-causal Two-level window Block-diagonal

Gen. PPL↓ 19.63 17.84 15.41
Time (s)↓ 7.90 6.83 5.65

Paper, Appendix F.2, Fig. 11 and Table 9, PDF p. 28. Each input block already summarizes earlier levels.
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A translation can be revised across levels

Translation BLEU: 77.8
German: Es besteht allerdings die Sorge, dass kleine und mittlere Unternehmen angreifbar gegenüber Hacking und Überwachung bleiben.
Reference: However, there is concern that small and medium-sized companies remain vulnerable to hacking and surveillance.

Decoded output after each sampling step, coarse → fine

Step 1

However, it is a
important to the the the
and the.

Step 3

However, it is a
concern for small small
small medium-sized
and-sized-sized and and
and...

Step 6

However, there is a
concern that medium
medium-sized
enterprises will remain
remain remain
surveillance surveillance
surveillance capabilities

Step 8

However, there is that
concern and and
medium-sized
enterprises will remain
vulnerable to hacking
and surveillance.

Step 11

However, there is
concern that small
and medium-sized
enterprises will remain
vulnerable to hacking
and surveillance.

Figure 3: NCM generation trajectory. Output decoded after selected sampling steps of one
German–English translation (WMT14), shown verbatim; the last step (gold frame) is the final
output. Words matching the reference are shaded green. Coarse levels fix the high-level idea; finer
levels fill in and correct the content. Appendix J.2 shows all sampling steps with their scores.

learned hierarchy of discrete codes from coarse to fine, and predicts all codes within each level in
parallel. Generation therefore follows a short sequence of levels, with fewer positions processed at
the early, coarse levels.

Discrete latent variables and next scale prediction. A number of image generative models
use discrete tokenizers [20, 26, 27]. Residual quantization corrects for errors made at previous steps
and uses those errors to create a new codebook [28] which has been adapted to neural audio codecs
[29, 30]. Next-scale prediction generates such hierarchies coarse to fine, one scale at a time in parallel,
for fast, high-quality images [21, 22]. NCM extends residual quantization and next-scale prediction
to text through a hierarchy of discrete codes that determines the generation order. While latent
diffusion models generate continuous representations of text [31, 32], NCM produces successive
discrete levels. Adapting this approach to text requires learning useful coarse representations without
a natural counterpart to image downsampling. Accurate reconstruction is also important: a single
token error can alter meaning, prevent code from running, or invalidate a Sudoku solution.

Hierarchical and concept-level text generation. Several approaches organize language
modeling around larger units and learned abstractions. MEGABYTE [33] combines global modeling
of byte patches with local byte prediction, while H-Net [34] learns dynamic chunks within a multistage
hierarchy. Large Concept Models [35] predict sentence representations. ConceptLM [36] predicts
discrete concepts to guide subsequent token generation, and Dynamic Large Concept Models [37]
learn variable-length concepts for computation in a compressed representation space. HDLM [38]
progressively refines tokens through a hierarchy of semantic vocabularies. NCM represents an
entire sequence through discrete levels of increasing resolution and generates these levels in order
using a shared transformer. Predicting all codes within each level in parallel gives a short generation
path, while the shorter coarse levels reduce computation during early steps.

4

Paper, Fig. 3, PDF p. 4; Appendix J.2, PDF p. 36. This is one example; intermediate BLEU is not monotonic
(51.7 at step 8, 38.9 at step 9).
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Evaluation spans generation, reasoning, and efficiency

Task Target L Levels K Primary metric

TinyStories 128 12 Gen. PPL + entropy
LM1B 128 12 Gen. PPL + entropy
OpenWebText 1,024 32 Gen. PPL + entropy
XSum summary 48 8 ROUGE-1/2/L
WMT14 De–En 64 11 BLEU
Sudoku 89 12 Fully solved boards

• Separate tokenizer and generator for each dataset.
• NFE counts generator evaluations; wall-clock time measures actual sampling.

Paper, Sec. 4, PDF p. 8; Appendix B–C, PDF pp. 22–24.
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The tokenizer nearly reconstructs all tokens

Dataset Exact recovery (%) Codebook use (%)

OWT 99.99 83.10
LM1B 99.86 89.31
TinyStories 99.98 90.12
XSum 99.79 86.20
WMT14 98.79 61.89
Sudoku (all difficulties) 100.00 80–84

Why this matters
A digit error invalidates Sudoku. On natural text, the observed residual errors include
entities, numerals, and word boundaries.

Paper, Table 1, PDF p. 8; Appendix G, PDF p. 31. Full-hierarchy held-out reconstruction.
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NCM reaches competitive quality with far fewer evaluations
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• LM1B: NCM 93.05 Gen. PPL at 12 NFE; DUO 97.30 at 128.
• OWT: NCM 83.12 at 32 NFE; DUO 77.69 at 1,024. Read entropy alongside Gen.

PPL.
Paper, Fig. 5, PDF p. 9; Table 8, PDF p. 26. Gen. PPL is scored by GPT-2-large; lower is better.
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The wall-clock advantage also reflects cheaper coarse steps

N C M Next-Concept Modeling: Fast, Parallel Coarse-to-Fine
Text Generation

Hermann Kumbong*1, Ishan S. Khare*1,
Iddah Mlauzi1, Andrew Woen2, Charles Ding1, E. Kelly Buchanan1,

Simran Arora†3, Azalia Mirhoseini†1, and Christopher Ré†1

1Department of Computer Science, Stanford University
2Department of Electrical Engineering, Stanford University

3Together AI

§ https://github.com/HazyResearch/ncm

Abstract

Diffusion language models (DLMs) offer parallel sampling for faster generation than autoregressive
models, an increasingly important advantage as inference becomes a dominant computational
workload. However, DLMs degrade quickly with fewer sampling steps, process the full sequence
at every step, and require many passes over the dataset to reach good quality. We introduce
Next-Concept Modeling (NCM), a two-stage, coarse-to-fine framework: a multiscale residual
VQ-VAE encodes text into a hierarchy of discrete codes, and a transformer generates one level
at a time, predicting all codes within a level in parallel. At matched parameter scales, NCM
achieves better generative perplexity than the strongest DLM baseline on LM1B while running
21× faster. On OpenWebText, NCM is competitive with the strongest DLM while running 10×
faster; on XSum, it matches the strongest DLM’s ROUGE-L while being 31× faster. On the
reasoning task of Sudoku, NCM outperforms autoregressive and diffusion baselines across all
difficulty levels, using fewer function evaluations.
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(b) Conditional generation
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Figure 1: Generation efficiency and reasoning quality. (a,b) NCM achieves better or on-par
quality with 21× and 31× lower wall-clock time on LM1B and XSum, respectively (Section 4.6).
H denotes mean unigram entropy. (c) NCM maintains the highest Sudoku accuracy as difficulty
increases, using fewer function evaluations (NFE) than the diffusion baselines.

*Equal contribution. †Equal senior authorship.
Correspondence to {kumboh, iskhare}@stanford.edu.
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• LM1B: 11× fewer NFE, about 21× faster than DUO.
• XSum: 16× fewer NFE, about 31× faster than AURORA-LM.

Paper, Fig. 1, PDF p. 1; Sec. 4.6, PDF p. 12. H100 SXM 80GB, batch 16, 1,024 outputs.
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Conditional generation: cheap samples enable MBR selection

Task Model / decoding Score NFE Size

XSum AURORA-LM ROUGE-L 26.6 128 130M
XSum NCM ROUGE-L 28.0 8 88M
XSum NCM + MBR ROUGE-L 29.6 128 88M

WMT14 E2D2 BLEU 24.8 64 99M
WMT14 NCM BLEU 22.6 11 120M
WMT14 NCM + MBR BLEU 25.2 132 120M

• MBR selects the candidate most similar, on average, to the others.
• XSum uses 16 candidates; WMT14 uses 12 candidates.

Paper, Table 2, PDF p. 10; Appendix F.4, PDF p. 30. Higher scores are better.
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NCM solves more complete Sudoku boards at lower NFE

Model NFE Easy (%) Medium (%) Hard (%)

AR greedy 128 14.6 5.1 1.0
DUO 128 96.3 84.7 58.4
FMLM+ 16 97.7 92.8 81.3
NCM 12 99.5 96.5 86.1

Mechanism proposed by the authors
Coarse levels represent the whole board; later levels can revise a partial solution.

Paper, Sec. 4.4 and Table 3, PDF p. 10. Difficulty: 40 / 35 / 30 clues. Baseline scores are from prior work.
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Training-token exposure is lower; model scaling looks promising

LM1B total token positions
NCM tokenizer + generator: 13.36B
LM1B baselines: 66B
Approximately 4.9× fewer

• OWT: 127.22B vs. over 500B.
• Positions include repeated data and

padding.
• This is not a FLOP comparison. 2 3 4 5 6 7
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Paper, Secs. 4.5–4.6, PDF pp. 11–12; Fig. 6(a), p. 11; Appendix C.2, p. 24. Scaling shares one tokenizer.
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Hierarchy depth trades more passes for better quality
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• TinyStories: quality improves from 4 to 32 levels, with diminishing returns.
• Level-length schedule also matters: exponential and quadratic beat square-root and

logarithmic schedules in this ablation.
Paper, Appendix F.1, Figs. 9–10, PDF pp. 27–28. The ablation uses 10k generator steps without code corruption.
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Fast sampling can be spent on more candidates

• XSum: one NCM output uses 8 NFE.
• MBR with 16 candidates uses 128 NFE.
• ROUGE-L rises from 28.0 to 29.6.
• At matched sampling time, the tested

NCM MBR points exceed the plotted
baselines.
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Paper, Sec. 4.5, Fig. 6(b), PDF p. 11; Table 2, p. 10.
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The main open choices follow directly from the mechanism

1. Fixed K and ℓk : even simple outputs traverse all levels.
2. Tokenizer and generator are trained separately; reconstruction codes may not be

ideal generation codes.
3. A shown XSum summary changes a name and loan duration; the authors also note

transition artifacts.
4. Main generators are near 100M parameters; LM1B scaling reaches 725M.

Research direction
Test adaptive stopping and joint representation learning against exact reconstruction,
quality, and wall-clock cost.

Paper, Fig. 8, PDF p. 12; Appendix I, PDF p. 35; Fig. 6(a), p. 11.
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Take-home: representation is the sampling schedule

1. A residual VQ hierarchy gives short coarse levels and detailed fine levels.
2. Each level is predicted in parallel; levels are generated in sequence.
3. The reported gains combine fewer calls and lower average per-call cost.
4. Quality comparisons require entropy, baseline protocol, and full-system cost.

Paper: Hermann Kumbong, Ishan S. Khare, Iddah Mlauzi, Andrew Woen, Charles Ding, E. Kelly
Buchanan, Simran Arora, Azalia Mirhoseini, Christopher Ré. Next-Concept Modeling: Fast,
Parallel Coarse-to-Fine Text Generation. arXiv:2610.14162v1.
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Backup: the clean objective has an ELBO interpretation

q(r1:K | x) = 1{r1:K = r∗
1:K (x)}

LELBO(x) = log pψ(x | r∗
1:K ) +

∑︂
k,i

log pθ(r∗i
k | ẑ(k−1)

∗ ) ≤ log pθ,ψ(x)

• Fixed tokenizer and decoder: only the generation term depends on θ.
• With clean conditioning and α = 0, NCM’s loss is its normalized negative.
• Code corruption and level weighting modify that clean objective.

Paper, Appendix A, PDF pp. 21–22, Eqs. (16)–(18).
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Backup: what the comparison does and does not equalize

• Model-size tables report generator parameters; NCM has a separate frozen tokenizer.
• LM1B baselines share prior 66B-token checkpoints; TinyStories baselines are partly

retrained by the authors.
• Conditional quality numbers mix prior reports and reproduced checkpoints. For

unreleased checkpoints, same-architecture random weights are used for timing only.
• Gen. PPL is a reference-model score, not the NCM marginal likelihood.

Paper, Appendix C–E, PDF pp. 23–26; Appendix A, pp. 21–22.
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