
Lattice: Learning to Efficiently
Compress the Memory

Orthogonal writes into a fixed recurrent state

Paper authors: Mahdi Karami, Razvan Pascanu, Vahab Mirrokni

arXiv:2504.05646v2 (30 December 2025)
Paper discussion prepared 14 September 2026

arxiv.org/abs/2504.05646v2 | Independent reading presentation

1 / 27

https://arxiv.org/abs/2504.05646v2


The question is how to write into limited memory

Softmax attention
Keep historical keys and values.

Cache grows with sequence length.
Sequence attention work: O(T 2d).

Fixed recurrent state
Keep St ∈ Rd×m.

St = St−1 + vtk⊤
t .

Repeated writes can interfere.

Can each slot inspect its contents before accepting a write?
• Low-rank structure motivates a compact learned dictionary.
• Fixed state implies lossy compression; no lossless-cache guarantee.

Paper, Secs. 2–3, PDF pp. 2–4. Costs refer to sequence mixing, excluding projections/MLPs.
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The recurrent state is a decoder learned online

kt = Wkxt ∈ Rm, vt ∈ Rd , St = [s1,t , . . . , sm,t ] ∈ Rd×m.

Inner loop: adapt memory to this sequence

St = St−1 − γt∇SL(St−1, vt , kt), yt = Stqt , qt ∈ Rm.

• Outer training learns projections and the rule’s parameters.
• Inner adaptation updates S, including during inference.
• The target comes from the current token; no future label is needed.

Paper, Sec. 3.1, Eqs. (3)–(4), PDF pp. 4–5; readout, p. 8.
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Three objectives share a normalized dictionary

Φ = ϕ(S), ϕi = si
∥si∥

.

Variant Compression objective Interpretation

DEC 1
2 ∥Φkt − vt∥2 Decode a key/code

DOT / SIM −⟨Φkt , vt⟩ Align with the value

ENC 1
2

∥∥∥Φ⊤vt − kt
∥∥∥2

Encode the value

• DEC error: et = Φkt − vt ∈ Rd .
• ENC error: et = Φ⊤vt − kt ∈ Rm.

Paper, Eqs. (5), (7), (24), PDF pp. 5, 19. Half-squared losses here make the omitted factor 2 explicit; it can be
absorbed into the step size.

4 / 27



Normalizing a slot makes its gradient orthogonal

Jϕ(si) = 1
∥si∥

(
I − sis⊤

i
∥si∥2

)
︸ ︷︷ ︸

P(si ): orthogonal projector

DEC: the chain rule gives a slot-specific direction

∇si Lt = ki ,t
∥si∥

P(si)et , s⊤
i ∇si Lt = 0.

• ki ,t controls the basic write coefficient.
• P(si) removes the component parallel to the current slot.
• State dependence comes from the projection and the error.

Paper, Sec. 3.1.1, Eqs. (5)–(9), PDF pp. 5–6. Assumes nonzero slot norms.
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Orthogonality is local to each current slot
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Figure 1: A geometric visualization of the proposed update rule. (a) A single current state vector, 𝒔𝑡−1 = S𝑡−1 [: , 𝑖 ], an incoming token
representation, 𝒉𝑡 , and its component orthogonal to the current state, 𝒉⊥𝒔𝑡−1𝑡 . (b) Comparison of the updated state according to the proposed
update rule (𝒔𝑡 = 𝒔𝑡−1 + 𝛼𝑖,𝑡 𝒉⊥𝒔𝑡−1𝑡 ) and the updated state resulting from the superposition recurrence update of the standard linear attention
(𝒔𝑡 = 𝒔𝑡−1 + 𝛼𝑖,𝑡 𝒉𝑡 , shown with a dashed arrow). For simplicity, a unit writing intensity (𝛼𝑖,𝑡 = 1) is assumed in both recurrent update rules.
(c) Visualization of the relationships between 𝑑 ×𝑚 state matrices over time in state-dependent compression, depicted as interconnections of
nodes in a 3D lattice. Each memory slot (state vector) is represented by a unique color.

2024b, Karami et al., 2025a], offering expressive sequence models. On the other hand, global convolutions [Romero
et al., 2021, Li et al., 2022, Poli et al., 2023] and their input-dependent variants [Karami et al., 2019, Karami and Ghodsi,
2024] offer another direction for long context modeling by dynamically adapting convolutional filters to the input, but
they are not inherently compatible with causal modeling, which is used in autoregressive language generation.

Summary of contributions In this paper, we propose Lattice, a novel approach designed to address quadratic
complexity of the attention layers. Our method compresses the cache into a fixed number of slots by leveraging
the inherent low-rank structure of K-V matrices within an online optimization framework. This approach allows
us to derive efficient, recursive memory update rules conditioned on its existing state and the current token with
sub-quadratic complexity. In contrast to existing SSMs/RNNs, which often rely on heuristics for memory management
and lack explicit optimization for compression, we formulate the compression task as an optimization problem and
use online gradient descent to drive the recurrent update rule for the memory, which results in an interpretable and
expressive non-linear recurrent model. Lattice updates each memory slot exclusively with non-redundant information,
specifically by incorporating only the component of the input token that is orthogonal to the current state of that
memory slot. To ensure scalability, we derive an efficient, chunk-wise parallel form for this orthogonal update
rule. Finally, we empirically demonstrate the superior memory efficiency and language modeling capabilities of
Lattice.

2 Background

Given an input sequence X = [𝒙1, . . . , 𝒙𝑇 ] with 𝒙𝑡 ∈ R𝑑 , the causal softmax attention mechanism generates output
tokens 𝒚𝑡 ∈ R𝑑 , by attending to past tokens as:

𝒚𝑡 =V𝑡 Softmax(K⊤
𝑡 𝒒𝑡 ) . (1)

Here, the queries, keys, and values are computed by linear projections of the input: 𝒒𝑡 = W𝑞 𝒙𝑡 , 𝒌𝑡 = W𝑘 𝒙𝑡 ,
𝒗𝑡 =W𝑣 𝒙𝑡 , whereW𝑞, W𝑘 ,W𝑣 ∈ R𝑑×𝑑 are learnable weight matrices. The key-value memory, represented by the
caches K𝑡 ∈ R𝑑×𝑡 and V𝑡 ∈ R𝑑×𝑡 , stacks the key and value vectors of each new token, resulting in a cache size
that grows linearly with time. The retrieval of relevant information from this key-value cache can be rewritten
as a weighted sum: 𝒚𝑡 = V𝑡 𝒂𝑡 , where 𝒂𝑡 = Softmax(K⊤

𝑡 𝒒𝑡 ) ∈ R𝑡 represents the attention scores, capturing the
correlations between the current token at step 𝑡 and its historical context (past tokens). Consequently, the attention
mechanism in equation 1 can be interpreted as performing a non-linear query over an unbounded memory. The

2

• (a) Decompose the incoming vector; (b) write its orthogonal part.
• (c) The state has m slots of width d , evolving over time t.
• This does not ensure mutually orthogonal slots or lossless recall.

Paper, Fig. 1, PDF p. 2; exact crop. The diagram uses an abstract positive write coefficient.
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Renormalization stabilizes the state and changes retention

For ∥si∥ = 1 and s⊤
i ∆si = 0:

∥si + ∆si∥2 = 1 + ∥∆si∥2 , si ,t = (1 + ∥∆si∥2)−1/2︸ ︷︷ ︸
βi,t

(si + ∆si).

• Normalization inside the loss determines the write direction.
• Normalization after the update controls the state norm.
• Since β ≤ 1, the old direction loses relative weight.

Geometric interpretation
A tangent-space gradient step followed by a sphere retraction.
This is not a theorem about optimal historical compression.

Paper, Sec. 3.2, Eq. (10), Proposition 3.1, PDF p. 6; proof p. 21. Formula shown without explicit decay (µ = 1).
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The orthogonal write costs O(dm) per token
No d × d projector needs to be materialized:

P(si)ht = ht − si
s⊤
i ht

∥si∥2 .

For unit slots, define ĥt = S⊤
t−1ht and k̂t = γtβt ⊙ kt :

St = (µt1β⊤
t ) ⊙ St−1

+ [1(ĥt ⊙ k̂t)⊤] ⊙ St−1 − ht k̂⊤
t .

• State: O(dm) per head; sequence mixing work: O(Tdm).
• DEC: ht = Φkt − vt ; DOT: ht = −vt .
• Explicit L2 state decay gives µt = 1 − γtλt .

Paper, Eqs. (11), (14), PDF pp. 7–8. Fixed d , m; excludes the rest of the network and training activations.
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Lattice is embedded in a full language model

Lattice Block
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Figure 4: (Left) Block diagram of the language model. (Right) The Lattice block. Following the architecture used in Mamba [Gu and Dao, 2023],
each sequence mixing block is composed of a pair of short Conv1D for the pair {𝑞, 𝑘 } and the Lattice is followed by a GeLU post-gate.

scaling pattern models are trained on The Pile and Books3 dataset. The Pile is a large-scale, diverse corpus widely
used for training and evaluating language models [Gao et al., 2020]. It consists of a mixture of high-quality text
sources, including books, academic papers, web content, and technical documentation. While it contains relatively
few sequences exceeding 8𝑘 tokens, in this study, we restrict The Pile to a short-context setting with sequence lengths
of 2k or 8k tokens. Books3, on the other hand, is a subset of The Pile that consists of high-quality, full-length books,
commonly used for training language models for long-context evaluations. In the experiments we used this dataset to
test model performance on sequences ranging from 512 to 16k tokens (in increments of 2× per experiment). The same
training setup as The Pile is applied to ensure consistency. Since Books3 contains structured narratives and long-form
content, it provides a rigorous test of a model’s ability to track dependencies over extended contexts.

For all experiments, the training batch size is fixed at 0.5 million tokens, irrespective of sequence length. This means
that for a given context length 𝑇 , each batch contains 0.5𝑀/𝑇 sequences.

Baseline Models and Model Architecture We compare our method against Transformer++ model [Touvron
et al., 2023] as well as the following sub-quadratic sequence models: Linear-Attention (LA) [Katharopoulos et al.,
2020], TTT [Sun et al., 2024], DeltaNet [Yang et al., 2024c], Gated DeltaNet [Yang et al., 2024a], Mamba2 Dao and Gu
[2024]. As discussed in the paper, the Lattice layers incorporate ℓ2-normalization on the state, whereas TTT applies
ℓ2-normalization on the output of the decoding layer.

Model Architecture For sub-quadratic sequence models, we adopt the architectural setup used in Mamba [Gu and
Dao, 2023], where each sequence-mixing block consists of a pair of short Conv1D layers for the {𝒒, 𝒌} pair, which
share a linear projection. A GeLU post-gate is applied to the output of the sequence model. The Transformer++ model,
on the other hand, follows the architecture proposed in LLaMA [Touvron et al., 2023]. All the models follow the
multi-head structure introduced in Transformers [Vaswani et al., 2017a]. The model architecture used for Lattice is
illustrated in Figure 4.

Instead of using a fixed learning rate as in standard gradient descent, we model the learning rate of the compression
layer as an input-dependent neural network, 𝛾𝑡 = sigmoid(W𝛾𝒙𝑡 ). This is a key benefit of the bilevel optimization
setup, as the weights of this network can be trained in the outer loop along with the rest of the model weights.

Hyperparameters. The block diagram of the language model is in Figure 4, and the model hyperparameters are
listed in Table 4. We use the AdamW optimizer with a cosine learning rate schedule, which includes a warm-up phase
of 1k steps (0.5 billion tokens) and a final learning rate of 3e-5. We apply a weight decay of 0.1 and gradient clipping
at 1.0. The width of the short convolution layer is set to 4. For language model training on FineWeb-Edu and the

22

• Multi-head recurrent mixing.
• Short q/k convolutions,

width 4.
• Output normalization and

GeLU post-gate.
• Learned inner step size:

γt = sigmoid(Wγxt).

Paper, Fig. 4 and Appendix C, PDF p. 22; exact crop. The outer block also contains RMSNorm, SwiGLU and
residual connections.
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Chunk parallelism requires an approximation

Let Sb
0 be the state before a chunk of C tokens.

1. Compute state-dependent quantities using Sb
0 .

2. Evaluate the resulting recurrence in parallel within the chunk.
3. Pass the final state to the next chunk.

Simplified approximation: Eq. (17)

St = Ĝt ⊙ St−1 − ht k̂⊤
t , h̃t = (Sb

0 )⊤ht ,

Ĝt = 1(µtβt + h̃t ⊙ k̂t)⊤.

Larger C improves parallelism, but changes the nonlinear update.
Paper, Eqs. (15)–(17), PDF p. 8; Appendix B.1, pp. 18–19. DEC errors also use the chunk-start state.
Inter-chunk dependencies remain.
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The evaluation uses different operating points

Question Setup Key condition

Context scaling Books3, 110M 512–16k; C = 1

Model scaling FineWeb-Edu 110M / 340M / 760M

Zero-shot tasks 340M / 760M 4k training; usually C = 4

Component ablation FineWeb-Edu, 110M Usually C = 1

MQAR Two blocks, one head m = d ; synthetic recall

Training throughput 110M; 2 × 2 TPU C = 16 and C = 64

• LM batch: 0.5M tokens. Training budgets: 5B / 15B / 30B tokens.
• Lower perplexity is better; higher accuracy/throughput is better.

Paper, Sec. 4 and Appendix C, PDF pp. 9–10, 22–26. MQAR uses its own batch sizes.
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Long-context gains are not monotonic improvements
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Figure 2: Scaling patterns. (Left): Perplexity vs. context length (110M models, Books dataset). (Right): Perplexity vs. model size (Chinchilla-style
scaling, FineWeb-Edu). Transformer++ results are capped at𝑇 ≤ 8𝑘 since training them on very long contexts from scratch often performs poorly
[Touvron et al., 2023].

4 Experiments
Setup: We evaluate the proposed architecture across various language modeling tasks, benchmarking its per-
formance on both short-context and long-context tasks. We trained models on different datasets: for language
modeling and common-sense reasoning tasks, models are trained on the FineWeb-Edu dataset [Penedo et al., 2024]
with a context length of 4k, for sequence length scaling analysis, models are trained on the Books3 dataset (a subset
of The Pile dataset [Gao et al., 2020]) with different training context lengths ranging from 512 to 16k tokens (in
increments of 2× per experiment). Across all experiments, the training batch size is fixed at 0.5M tokens, irrespective
of sequence length. We compare our method against the Transformer++ baseline [Touvron et al., 2023] as well as
several state-of-the-art sub-quadratic sequence models: Linear-Attention (LA) [Katharopoulos et al., 2020], TTT [Sun
et al., 2024], DeltaNet [Yang et al., 2024c], Gated DeltaNet [Yang et al., 2024a], Mamba2 Dao and Gu [2024] and
GLA [Zhang et al., 2024]. Detailed experimental settings, including a training throughput comparison (Figure 8), are
provided in Appendix C.

The results in Figure 2 (and Figure 5) demonstrate that Lattice consistently achieves superior perplexity compared
to all baselines across a range of context lengths. Importantly, the performance gains of Lattice relative to other
linear RNNs become more pronounced as the sequence length grows. This trend highlights the effectiveness of the
proposed approach for long-context modeling. Furthermore, Figure 2 illustrates the scaling pattern with respect to
increasing model size, showing that Lattice achieves lower perplexity than the baselines across different parameter
scales.

Common-sense reasoning. In Table 2, we report the zero-shot accuracy of the trained models on various standard
commonsense reasoning benchmarks—including PIQA [Bisk et al., 2020], HellaSwag (Hella.) [Zellers et al., 2019],
WinoGrande (Wino.) [Sakaguchi et al., 2021], ARC-easy (ARC-e) and ARC-challenge (Arc-c) [Clark et al., 2018], and
Commonsense QA (CSQA) [Talmor et al., 2018], commonly used for LM benchmarking [Zhang et al., 2024, Yang et al.,
2024c]. As the results demonstrate, Lattice outperforms the baseline models on most of these tasks, achieving the
highest average accuracy.

Additionally, to assess memory capacity and in-context learning capabilities, we evaluate the model on theMulti-Query
Associative Recall (MQAR) task [Arora et al., 2023] in Appendix C. Lattice demonstrates significant improvements in
recall accuracy, particularly as sequence length increases, highlighting the efficiency of its compression mechanism
in retaining dense information within a fixed-size recurrent memory.

Ablation. We ablate key components of the Lattice to evaluate the contribution of each to the overall performance.
The results in Table 3 underscore the significance of orthogonal state recurrence (8) and normalized projection (10) to
the model’s overall performance. Furthermore, our analysis indicates that the explicit forget gate’s impact on the
overall performance is negligible, suggesting that the normalized projection introduced in (10) inherently acts as an
effective forgetting mechanism. Finally, Lattice with only a quarter of the memory slots (𝑚 = 16) outperforms TTT

9

110M, Books, C = 1
• 8k: DEC 16.62 vs.

Gated-DeltaNet 17.40.
• 16k: DOT 16.82 vs.

Gated-DeltaNet 17.49.
• DEC worsens from 16.62 at

8k to 16.97 at 16k.

Each context length is a separate training setting. Transformer++ has no 16k result here.
Paper, Fig. 2 left / Fig. 5 left, PDF pp. 9, 23; exact crop. Values from the authors’ plotted data in books_plot.tex.
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Perplexity improves at the three tested model scales

Model 110M / 5B 340M / 15B 760M / 30B

Transformer++ 16.09 11.92 9.75
Gated-DeltaNet 15.378 11.438 9.5378
TTT 15.596 11.81 9.7468
Lattice-DEC 15.021 11.339 9.47
Lattice-DOT 15.033 11.377 9.47

• FineWeb-Edu; perplexity ↓; parameters and training tokens both grow.
• The original horizontal axis is FLOPs, not parameter count.
• Largest-scale DEC gain over Gated-DeltaNet: 0.0678 ppl.
Paper, Fig. 2 right, PDF p. 9; values from Scalling_pattern.tex. FLOPs differ slightly; three points do not

establish a general scaling law.
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The best variant improves average zero-shot accuracy

Model 340M / 15B 760M / 30B

Transformer++ 46.93 51.94
GLA 48.68 52.57
Gated-DeltaNet 48.60 52.64
TTT 47.88 52.42
Lattice-DEC, C = 4 49.14 53.54
Lattice-DOT, C = 4 48.66 54.03

• Over the best baseline: +0.46 pp at 340M; +1.39 pp at 760M.
• Gated-DeltaNet wins ARC-e; Transformer++ wins BoolQ at 760M.

Paper, Table 2, PDF p. 10. Mean accuracy (%) over seven tasks; HellaSwag/ARC-c use normalized accuracy. No
confidence intervals reported.
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Orthogonal writes and normalization drive the ablation

Configuration Perplexity ↓ Increment

DeltaNet 16.35 —
+ Orthogonal recurrence 15.38 −0.97
+ State projection to the sphere 15.07 −0.31
+ Explicit forget gate 15.02 −0.05

TTT, C = 1 (separate baseline) 15.60 —
Lattice, C = 4, Eq. (15) 15.15 —
Lattice, C = 4, Eq. (17) 15.12 —

The additions are cumulative; this is not a full factorial experiment.
Paper, Table 3, PDF p. 10. FineWeb-Edu, 110M, m = d = 64; cumulative rows use C = 1.
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A quarter of the state can match a larger TTT memory
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Figure 5: Model perplexity as a function of context length for models of size 110M parameters. (Left) displays results for the Books dataset
vs context length {512, 1024, 2𝑘, 4𝑘, 8𝑘, 16𝑘 } ; (Right) shows results for The Pile dataset vs context length {2𝑘, 8𝑘 }. Note that pre-training
Transformers from scratch often performs poorly on very long contexts (e.g., 16k); the common approach is finetuning from shorter-context
models [Touvron et al., 2023]. Therefore, the Transformer results shown here are limited to context lengths𝑇 ≤ 8𝑘 .

reasoning tasks in Table 2, a default chunk size of𝐶 = 4 is used for Lattice unless otherwise specified. For the ablation
studies with small models in Table 3 and the long-context scaling experiments (110M models, Books dataset) a chunk
size of 𝐶 = 1 is used to evaluate the exact, non-approximated performance of the compression layer.

Configuration 𝑛blocks 𝑑model 𝑑head Peak learning rate
110M params / 5B tokens 12 768 64 1e-2
340M params / 15B tokens 24 1024 64 1.5e-3
760M params / 30B tokens 24 1536 64 1.25e-3

Table 4: Model and training hyperparameters.

Ablation: Scaling Memory Size. Figure 6 illustrates the scaling behavior of Lattice with respect to the number
of memory slots𝑚. We observe that the performance of Lattice scales linearly with respect to log(𝑚) (noting the
logarithmic scale on the x-axis). Notably, Lattice with only a quarter of the memory slots (𝑚 = 𝑑/4 = 16) outperforms
TTT with full memory (𝑚 = 64), which empirically validates that the proposed orthogonal update mechanism utilizes
the fixed-state state capacity significantly more efficiently, enabling Lattice to achieve 4× compression gain. It is
worth noting that while increasing 𝑚 yields consistent gains, models with 𝑚 > 𝑑 come at the cost of increased
parameter counts in the embedding projection matricesW𝑞 andW𝑘 (and vice versa for models with𝑚 < 𝑑).
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Figure 6: Ablation on Memory Size (𝑚). Validation perplexity of Lattice’s (110M parameters), trained on FineWeb-Edu with varying number of
memory slots𝑚. For comparison, DeltaNet and TTT are plotted at their standard configuration of𝑚 = 64 (equivalent to head dimension 𝑑 = 64).
Lattice consistently outperforms baselines, achieving lower perplexity even with half the memory capacity.

23

110M, FineWeb-Edu, C = 1
Lattice, m = 16: 15.52 ppl.
TTT, m = 64: 15.60 ppl.

For d = 64, state elements per head:

64 × 16 = 1024, 64 × 64 = 4096.

• The 4× claim concerns recurrent matrix state in this setting.
• Changing m also changes key/query projection parameters.

Paper, Table 3 / Fig. 6, PDF pp. 10, 23; exact crop. Not a measurement of total training or inference memory.
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Larger chunks expose normalization and quality costs

Eq. (15) approximation Per-token norm Per-chunk norm

C = 4 15.15 15.17

C = 16 15.32 15.36

• Both normalization placement and chunk size affect perplexity.
• Separately, Eq. (17) with C = 16 and per-chunk normalization was reported

unstable.
• That instability is distinct from the finite values above.

Paper, Table 5 and accompanying text, PDF p. 24. FineWeb-Edu, 110M; perplexity ↓.
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Dense associative recall is stronger at limited width
MQAR: 256 key–value pairs, d = m = 64, two blocks.

Model L = 1024 L = 2048

Transformer++ (external result) 100 100
xLSTM[1:1] (external result) 73 66
TTT 27 42
DeltaNet 61 45
Lattice 82 84

• At L = 2048: +42 pp over TTT; +39 pp over DeltaNet.
• At d = 128, all three reach 100%; small-width failures still exist.

Paper, Fig. 7 and Appendix C.1, PDF pp. 24–25. Accuracy (%); plotted fractions converted to percent. Some
baselines are borrowed from the xLSTM paper.
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Training scales better than attention at long lengths
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Figure 8: Training Throughput vs. Sequence Length. Throughput (in k tokens/sec) for 110M parameter models trained on a 2×2 TPU Trillium
setup. Left: Throughput using a Chunk Size of 64. Right: Throughput using a Chunk Size of 16. Due to its recurrent formulation, Lattice maintains
higher throughput than Transformer++ as sequence length increases, remaining competitive with TTT. Lower chunk sizes generally reduce
throughput due to lower FLOP utilization and reduced parallelism.

26

• 16k, C = 64: 158.582k tokens/s, 2.43× Transformer++.
• Still 8.12% slower than TTT there; attention wins at 2k.

Paper, Fig. 8, PDF p. 26; exact crop. 110M, 2 × 2 TPU Trillium, training throughput. TTT/Lattice use pure
JAX; Transformer++ uses FlashAttention-2.
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The best quality and speed are different settings

Quality evidence
Books long-context results: C = 1.

Most zero-shot results: C = 4.

Perplexity worsens as C grows in the
normalization ablation.

Speed evidence
Throughput curves: C = 16/64.

16k speedup vs. attention:
1.07× at C = 16;
2.43× at C = 64.

A matched quality–throughput frontier is still needed.
• No measured decoding latency or peak-memory comparison here.
• Nonlinearity prevents standard inter-chunk associative scans.

Paper, Appendix C, Table 5, Fig. 8, and limitations, PDF pp. 23–26, 28. Interpretation of the reported
configurations.
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Reproduction needs mathematical clarifications

• Gradient convention: squared losses omit a factor 2 in some main-text updates;
the appendix retains it.

• Projection norm: Eq. (23) adds squared components, but projection geometry
requires a subtraction; Listing 1 subtracts.

• Chunk normalization: Listing 1 line 93 uses η2 where norm preservation suggests
µ2 for the old-state term.

• Implementation completeness: GLA_intra_chunk is not defined in the listing;
initialization is not fully specified.

These are reading checks, not evidence that the reported training results are invalid.
Paper, Eqs. (5)–(6), (23), (27), Listing 1, PDF pp. 5, 19, 21, 27–28. Independent derivation; downloaded author
code was not executed.
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The contribution is a better rule for limited-state writes

1. Slot normalization yields an interpretable, state-dependent orthogonal update.
2. Fixed-state memory is used more effectively in several reported LM and recall

settings.
3. Chunk approximation makes computation practical, with a quality–parallelism

trade-off.

Discussion question
At matched quality, parameters and memory, what chunk size makes Lattice preferable to
a linear recurrence?

Primary source: Mahdi Karami, Razvan Pascanu, Vahab Mirrokni. Lattice: Learning to Efficiently Compress the
Memory. arXiv:2504.05646v2, 2025. PDF and matching author TeX, including Appendices A–D, were read for this
presentation.
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Backup: DEC, ENC and TTT normalize different objects

Model Predicted quantity Orthogonal to

Lattice-DEC ϕ(S)k Each slot si

Lattice-ENC ϕ(S)⊤v Each slot si

TTT (paper view) ϕ(Sk) Decoder output Sk

ENC: ∇si
1
2

∥∥∥Φ⊤v − k
∥∥∥2

= ϕ⊤
i v − ki
∥si∥

P(si)v .

• Removing normalization from DEC recovers the delta rule.
• The TTT comparison uses the paper’s L2-normalization abstraction.

Paper, Table 1; Eqs. (12)–(13), (18)–(19), (24)–(27), PDF pp. 7, 18–21.
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Backup: the two chunk approximations are distinct
Let h̃t = (Sb

0 )⊤ht and Gt = µt1β⊤
t .

Eq. (15): freeze the state inside the write correction

St = Gt ⊙ St−1 + [1(h̃t ⊙ k̂t)⊤] ⊙ Sb
0 − ht k̂⊤

t .

Eq. (17): absorb the correction into a gate

St = [1(µtβt + h̃t ⊙ k̂t)⊤] ⊙ St−1 − ht k̂⊤
t .

• Causal products Ωj,i ,: = aj/ai Ii≤j unroll Eq. (15).
• For C > 1, instantaneous orthogonality and norm preservation need separate

checking.
Paper, Eqs. (15)–(17), (20)–(23), PDF pp. 8, 18–19. Use tokens bC + 1, . . . , (b + 1)C and state SbC to avoid the
printed indexing ambiguity.
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Backup: the projection norm has a negative cross term
For ∥s∥ = 1, let a = s⊤h:

∥h − as∥2 = ∥h∥2 − 2a(s⊤h) + a2 ∥s∥2 = ∥h∥2 − a2.

Independent check, not an author-reported experiment
s = (0.6, 0.8), h = (2, −1) gives a = 0.4.
Correct projected norm squared: 5 − 0.16 = 4.84.
The positive-sum expression gives 5 + 0.16 = 5.16.

With explicit decay and an orthogonal increment:
µs + ∆s√
µ2 + ∥∆s∥2

has unit norm.

Compare Paper Eq. (23), PDF p. 19, with Listing 1 lines 89–95, p. 28. Listing subtraction is consistent with
geometry; its old-state denominator is a separate question.
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Backup: MQAR gains depend on width and difficulty

For each context length, we scale the difficulty by varying the number of Key-Value pairs that must be memorized,
testing 𝑁𝐾𝑉 ∈ {48, 96, 256}. This progression specifically evaluates memory capacity of the model, determining
whether the architecture can effectively store and recall a high density of information within the fixed-size state,
thereby testing the efficiency of the compression mechanism proposed by Lattice.

As the results in Figure 7 show, Lattice offers the best MQAR accuracy over the majority of the settings and it exhibits
a significant improvement over its main counterparts: TTT and DeltaNet. Furthermore, while baselines exhibit
performance degradation as context length increases, Lattice maintains its accuracy across both context lengths. This
overall shows the efficient compression mechanism of Lattice, demonstrating its superior capability to store and retrieve
dense information within its fixed-size recurrent memory.
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Figure 7: Associative Recall Accuracy (%) on the recall-intensive MQAR task. The baseline results for Transformer, Mamba [Gu and Dao, 2023],
RWKV-5/6 [Peng et al., 2023, 2024], xLSTM[1: 0], and xLSTM[1: 1] are taken from [Beck et al., 2024], while we trained Lattice, TTT, DeltaNet,
GatedDeltaNet, and GLA. Notably, GatedDeltaNet and GLA were unable to effectively learn this task for the 256 Key-Value pair setting across
most model dimensions.

C.2 Throughput Comparison.
The training throughput are compared in Figure 8. For Transformer++, we use Flash-Attention-2 [Dao, 2023] with a
block size of 256, while the rest of the models use a chunk size of 64. The results demonstrate that Lattice exhibits
superior throughput scalability compared to Transformers as sequence length increases, while remaining competitive
with TTT. Our results confirm that Lattice maintains the favorable sub-quadratic scaling characteristic of RNNs while
offering improved expressivity. Both Lattice and TTT are implemented in pure Jax, without relying on specialized
hardware-optimized kernels.

25

Paper, Fig. 7, PDF p. 25; exact crop, all panels and legend. Rows: L = 1024/2048. Columns: 48/96/256 KV
pairs. Axis accuracy is a fraction despite the percent sign in the caption.
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Backup: training details and coverage

Params / tokens Blocks Width Head dim Peak LR

110M / 5B 12 768 64 10−2

340M / 15B 24 1024 64 1.5 · 10−3

760M / 30B 24 1536 64 1.25 · 10−3

• LM: AdamW, 0.5M tokens/batch, 1k-step warm-up, cosine decay; final LR 3 · 10−5,
weight decay 0.1, gradient clip 1.0.

• MQAR: 100k training / 3k validation samples; 64 epochs; vocabulary 8192; separate
learning-rate sweeps.

Paper, Table 4 and Appendix C, PDF pp. 22–25. Tokenizer, full evaluation commands and multi-seed uncertainty
are not sufficiently reported for an independent reproduction.
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