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Preserve the useful one-loop endpoint; spend more compute when needed.
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Elastic depth needs a competitive starting point

The deployment question

Can one checkpoint serve a fast tier and a stronger tier while retaining the fast tier’s
accuracy?

• Shared layers let the model increase effective depth without storing another set of
weights.

• The one-loop tax: a looped model can underperform its non-recurrent counterpart at
its cheapest setting.

• ELR combines a learned update, shallow/deep gradient mixing, and explicit loop
conditioning.

Paper, Secs. 1–2, PDF pp. 1–4. Scope: loop counts within the trained range.
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Only the middle block repeats
One Model to Loop Them All: Elastic Latent Recurrence for Language Models

Loop Loop 2Loop 1

Emb

+ Update + Update + Update

Figure 1 | Elastic Latent Recurrence. The shared recurrent block ℛ𝜃 is applied 𝑘 times between the
input ℐ and output 𝒪 blocks. Each loop 𝑖 re-injects ℎin and updates the state with the adaptive-delta
rule (Eq. 2), using a gate computed from 𝑠𝑖. At 𝑘 = 1, every unique layer executes exactly once.

the better choice for the latency-sensitive tier. A small loop range does not remove the tax on its
own. In our ablations, sampling uniformly over one to five loops still leaves the one-loop endpoint
behind the baseline (Section 6.4). Avoiding the tax is a different question from whether looping is a
compute-efficient way to scale a model (Prairie et al., 2026; Schwethelm et al., 2026b; Gao et al.,
2026). We take the non-recurrent model as baseline, and ask what it costs to make it elastic without
paying the one-loop tax.

We present Elastic Latent Recurrence (ELR), a training recipe for looped language models that
avoids the tax. ELR partitions a backbone into input, shared recurrent, and output blocks, so that
at one loop every unique layer executes exactly once and the model has the same parameters and
inference compute as a non-recurrent model of the same size. Three choices then make the model
elastic. The first is the state update. Rather than replacing the state with the recurrent block’s
output, ELR takes a gated step along the proposed change, with a learned step size per token and
channel. The second is where loop counts are mixed. Sampling one loop count per optimizer step and
varying it across steps, as in Huginn’s locked-step sampling, does not preserve the one-loop endpoint
even when one loop is drawn a third of the time. Mixing loop counts within each step does. We
implement this by having a rotating subset of data-parallel ranks run one loop on every microbatch.
The first two choices decide whether the one-loop endpoint survives mixed-depth training. The third
is conditioning each pass on its loop index and budget, which lets passes specialize and lowers loss
at every added loop. Although recurrent-depth models have been reported to diverge at learning
rates that non-recurrent models tolerate (Prairie et al., 2026), every ELR model in this paper trains
with its baseline’s optimizer settings unchanged.

The recipe is cheap to apply. Mixed-depth training runs the recurrent block several times per
example, but that cost need not be paid over the whole run. Training at one loop for the first three
quarters of pretraining and at mixed depth only for the last quarter costs an estimated 16% more
training FLOPs than the baseline against 62% for mixed-depth training throughout (for the 4B
configuration (Eq. 5)). The conditioning heads are zero-initialized at the switch, so the conditioned
model starts as exactly the one-loop checkpoint, and with them the late schedule outperforms
mixed-depth training from scratch. For recurrent MoE models, cross-loop route replay evaluates each
router once, on the first loop, and reuses its assignments on later loops, cutting mixed-depth update
time by 11.7% with no measurable change in accuracy. During inference, last-loop KV caching keeps
a single cache that each loop overwrites, so attention KV memory stays at the one-loop level at
every loop count.

We validate the core of the recipe at two pretraining scales and the full recipe end to end, using a
0.5B model to ablate every design choice. We train ELR alongside non-recurrent baselines on the

2

Deff(k) = Lin + kLrec + Lout

For the hybrid models, 14/24/14 gives 52, 76, 100, 124 executed sublayers at
k = 1, 2, 3, 4.
Paper, Fig. 1, PDF p. 2; Eq. (1), p. 3; Appendix A.1, p. 18. Each attention, GDP, or FF sublayer counts once.
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Adaptive delta learns how much to revise each state

s̃i = si−1 + hin, ri = Rθ(s̃i ), s0 = hin

A gated step toward the candidate state

si = si−1 + βi ⊙ (ri − si−1), βi = σ(Wβ s̃i + bβ)⊙ softplus(γ)

• A token-dependent, channel-wise step; Wβ ∈ Rd×d and bβ, γ ∈ Rd .
• Zero initialization gives βi =

1
2 log 2 ≈ 0.347.

• Gate adds d2 + 2d parameters, shared across loops. Learned steps need not remain
below one.

Paper, Sec. 3.1, Eq. (2), PDF p. 4; Appendix A, p. 18.

4 / 28



Mix shallow and deep gradients within one update

Draw a common k ∼ U{1, . . . ,K} for each microbatch. A rotating fraction f of
data-parallel ranks uses one loop instead.

p1 =
1
K

+

(︃
1 − 1

K

)︃
f , k̄ = f + (1 − f )

K + 1
2

Main runs: K = 4, f = 0.10

(p1, p2, p3, p4) = (0.325, 0.225, 0.225, 0.225); k̄ = 2.35.

• Example: when k = 4, 10 of 100 ranks run one loop and 90 run four.
• Average their gradients before the optimizer update; backpropagate through every

executed loop.
Paper, Sec. 3.2, Eq. (3), PDF pp. 4–5; Appendix A.3, p. 19. Rank example is explanatory.
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Condition shared layers on progress and budget

τi = i/k, κ = k/K , ci = MLP([ϕ(τi );ϕ(κ)])

x̃ = (1 + λ(ci ))⊙ RMSNorm(x) + µ(ci )

x̂ = x̃ + A
(︁
g(ci )⊙ Bx̃

)︁
y = x + (1 + ω(ci ))⊙ f (x̂)

• Modulate normalized input, add a gated low-rank correction, and scale the residual
branch.

• A ∈ Rd×r , B ∈ Rr×d ; parameters are layer-specific and shared across loops.
• Input block is unconditioned; output block uses (1, k/K ).

Paper, Sec. 3.3, Eq. (4), PDF p. 5. ϕ: sinusoidal embedding. f : one model sublayer.
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Zero initialization preserves the trained endpoint

At the switch to mixed depth, add zero-initialized conditioning heads:

si = si−1 + (πi + gexit(ci ))⊙ βi ⊙ (ri − si−1)

π1 = 1, πi>1 = 0.

1. Layer modulation initially makes no change to the original sublayers.
2. Loop one reproduces the existing ELR checkpoint’s update.
3. Later loops have zero exit factors: si = si−1.

Initial function is the same for every budget

In exact arithmetic, every k starts from the one-loop checkpoint’s output. Later loops
learn useful corrections during continuation.

Paper, Sec. 3.3, PDF p. 5. The starting checkpoint already has the adaptive-delta gate.
7 / 28



Late mixed-depth training limits added compute

If mixed depth covers fraction ρ of training tokens,

CELR

Cbase
≈ (1 − ρ) + ρ

Deff(k̄)

Deff(1)
.

Configuration k̄ ρ Estimated cost

4B / 30B matched runs 2.35 0.25 1.16×
GPT-0.5B late ablation 2.70 0.25 1.20×
Koi-4B pretraining 2.35 0.50 1.31×

Keep optimizer state and the learning-rate schedule. These are layer-execution estimates,
not measured training wall time.
Paper, Eq. (5), PDF p. 6; Sec. 6.5, p. 13; Appendix A.4, pp. 19–20.
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Three experiments answer different questions

Experiment Controlled comparison What it establishes

4B / 30B-A3B Matched backbone, data
and optimizer; 1T / 300B
tokens; no conditioning

One-loop parity and gains from
depth; about 16% more estimated
training compute

GPT-0.5B 300B tokens; validation
loss; usually K = 5, no
input re-injection

Effects of updates, sampling,
delayed training and conditioning

Koi-4B Full recipe plus
post-training; external
reference models

End-to-end usefulness; no
matched non-recurrent training
control

Paper, Secs. 4–6, PDF pp. 6–14; Appendix A, pp. 18–20.
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One-loop averages stay close; more loops add accuracy
One Model to Loop Them All: Elastic Latent Recurrence for Language Models
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Figure 2 | Average downstream benchmark accuracy across ten tasks versus inference loop count.
Each curve represents a single model evaluated at multiple loop counts. Dashed horizontal lines
mark the non-recurrent baselines. Per-task scores are in Tables 8 and 9.

3 Ultra (NVIDIA, 2026a), with a sequence length of 8,192 and a global batch size of 768. Each
non-recurrent baseline is trained on the same data and token budget as its ELR counterpart. All
ELR models evaluated in this section use delayed mixed-depth training (Section 3.4), training at one
loop for the first 75% of tokens and then continuing with 𝑘 ∈ {1, . . . , 4} and a 10% one-loop rank
override, which gives 𝑝1 = 0.325 and 𝑘 = 2.35 (Eq. 3). By Eq. 5, this schedule has an estimated
layer-execution cost of about 1.16× the baseline’s. For GDP-Hybrid-30B-A3B, the ELR models with
and without cross-loop route replay begin the mixed-depth phase from the same one-loop checkpoint.
Full training settings are provided in Appendix A.

Evaluation. Each recurrent curve shows a single final checkpoint evaluated at every loop count in
its trained range. We report the downstream accuracy on MMLU, MMLU-Pro, ARC-Challenge,
GSM8K, WinoGrande, CommonsenseQA, RACE-high, HumanEval, MBPP, and MATH-500, and
report their average. See Appendix B.1 for more details.

4.2. Main Results

One-loop accuracy. At 𝑘 = 1, ELR retains near-baseline accuracy at both scales (Figure 2). On
GDP-Hybrid-4B, its ten-task average of 65.13 is 0.52 points below the non-recurrent baseline’s 65.65.
On GDP-Hybrid-30B-A3B, ELR and ELR+Route Replay reach 66.08 and 65.95, slightly above the
baseline’s 65.04. Per-task scores are reported in Tables 8 and 9. At one loop, individual tasks move
in both directions; on GDP-Hybrid-4B, ELR trails the baseline by 5.3 points on GSM8K and leads
by 5.2 on MATH-500.

Gains from additional loops. Each additional loop improves the ten-task average accuracy of
ELR (Figure 2). From 𝑘 = 1 to 𝑘 = 4, the average rises by 7.25 points for GDP-Hybrid-4B and by
4.75 points for GDP-Hybrid-30B-A3B. The largest per-task gains are on GSM8K (+11.8 points)
and MATH-500 (+11.3) for GDP-Hybrid-4B, and on MMLU-Pro (+7.5) and GSM8K (+6.5) for
GDP-Hybrid-30B-A3B.

Diminishing returns. Most of the aggregate gain arrives in the first additional loop. For GDP-
Hybrid-4B, two and three loops capture 79% and 96% of the gain from 𝑘 = 1 to 𝑘 = 4. For

7

4B: 65.65 baseline, 65.13 → 72.38 ELR. 30B: 65.04 baseline, 66.08 → 70.83 ELR.
The second loop supplies 79% / 87% of the one-to-four-loop gain. Individual tasks can
regress: 4B HumanEval is 66.5 at k = 2, 64.0 at k = 4.
Paper, Fig. 2, PDF p. 7; Tables 8–9, pp. 21–22. Ten-task averages; changes are percentage points.
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Input-dependent step sizes give the best ablation curve
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Non-Recurrent Baseline • Replace: si = ri .
• Residual: si = si−1 + ri .
• Delta: a learned, input-independent

channel-wise step.
• Adaptive delta is best at every

tested depth; improves loss by
0.006–0.007 over delta.

Paper, Fig. 4a / Sec. 6.1, PDF p. 11. GPT-0.5B, 300B tokens, no input re-injection; lower loss is better.
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Depth marginals alone do not determine the result

Same marginal distribution: p1 = 0.32, p2,3,4,5 = 0.17.

Sampling Depths/update Step time Loss at 1 Loss at 5

Synchronized, weighted 1 1.00× 1.6871 1.6316
15% rank override ≤ 2 1.00× 1.6830 1.6273
Independent ranks ≤ 5 1.36× 1.6774 1.6194

• Non-recurrent baseline loss: 1.6852.
• Mixing more depths in an update improves the observed loss.
• Independent ranks wait for the deepest rank; overrides retain the synchronized step

time.
Paper, Table 3 / Sec. 6.3, PDF p. 12. GPT-0.5B; lower loss is better.
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Conditioning strengthens a late-trained loop range
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Delayed ELR
ELR from scratch
Delayed ELR + Loop Cond.

• Add conditioning after 75% of
tokens.

• One-loop loss: 1.6748 → 1.6739.
• Five-loop loss falls by about 0.022.
• Five-loop result: 1.6147 vs. 1.6273

for unconditioned training from
scratch.

Conditioning adds 31.6M parameters (+6.34%). The comparison changes both the
schedule and the model.
Paper, Fig. 6 / Sec. 6.6, PDF pp. 13–14. No conditioned-from-scratch control is reported.
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Route replay mainly accelerates training

Reuse first-loop expert assignments and weights; experts still process each loop’s updated
representation.

Relative to dynamic routing Inference-only replay Replay training

Four-loop validation loss +0.0055 +0.0038
Mixed-depth update time — −11.7%
Fixed four-loop update time — −19.6%
8K inference forward time −1.2% −1.2%

Router calls fall from 53 to 23 at k = 4. Expert work and all-to-all communication
remain. Four-loop average score: 70.83 dynamic vs. 70.90 replay.
Paper, Table 1 / Sec. 4.3, PDF p. 8; Appendix E, pp. 25–26. The 11.7% saving applies to the mixed-depth phase.
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Extra depth has a measurable latency price

One Model to Loop Them All: Elastic Latent Recurrence for Language Models

D.2. Sensitivity to Workload

We repeat the measurements at prompt lengths of 128, 1,024, and 4,096 tokens and batch sizes of
one and eight, using either CUDA graphs for decode with eager prefill or eager execution throughout.
Across prompt lengths and batch sizes, one-loop ELR decode latency differs from the baseline by
−0.26% to +0.07% with CUDA graphs and by +0.41% to +2.16% in eager mode. The corresponding
TTFT differences are −1.54% to +0.42% with CUDA graphs and +0.16% to +1.53% in eager mode.

Non-Recurrent Baseline ELR
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Figure 7 | GDP-Hybrid-4B ten-task average accuracy versus (a) TTFT and (b) per-token decode
latency, normalized to the non-recurrent baseline (1×). Numbers indicate loop counts, and horizontal
bars show 95% bootstrap intervals.

E. Route Replay Analysis

E.1. Evaluation Protocol

We compare the dynamically routed checkpoint (A), replay enabled only during inference on A’s
checkpoint (B), and a separately trained replay checkpoint (C) from Section 4.3. Both checkpoints
are trained for 300B tokens. We sample 256 validation documents with one 2,048-token window
each. Results on 64 separate documents with 8,192-token windows follow the same pattern.

E.2. Routing and Output Similarity

Routing statistics compare loops one and four in A (Table 13). For each token, the retained fraction
is |𝑆1 ∩ 𝑆4|/22, where 𝑆1 and 𝑆4 are its first- and fourth-loop sets of 22 selected experts. In contrast,
frequency cosine compares aggregate expert-use counts across tokens and does not measure whether
a given token keeps its experts. For the layer-output comparison, we hold each layer’s fourth-loop
input fixed on A’s trajectory and compare the output under fresh routes with the output under
first-loop routes, without propagating these outputs to later layers. As a control, first-loop routes
and weights are circularly shifted within each document, which preserves aggregate usage but breaks
token correspondence. Including the shared experts increases output similarity in both comparisons,
but replay remains closer to fresh routing than the shifted-route control.

E.3. Timing Measurements

Mixed-depth training update time is averaged over all updates and the reduction from replay stays
between 11.0% and 12.7% across training intervals. The fixed 𝑘 = 4 comparison uses a single

25

At k = 4: 2.33× TTFT and 2.06× per-token decode latency.
At k = 3: 96% of the 4B accuracy gain at 1.87× TTFT.
Paper, Fig. 7, PDF p. 25. H100 80GB, BF16, batch 1, 1,024 input + 128 fixed output tokens; vLLM 0.20.2, eager
prefill, CUDA-graph decode. Bars measure timing uncertainty.
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Koi carries mixed depth through post-training

Stage Budget Loop schedule

Pretraining 7T tokens at 8K context First half k = 1; second half
mixed + conditioning

Context
extension

50B tokens at 256K Uniform k = 1 . . . 4, 10%
override

SFT Text-only data, four epochs Same mixed-depth schedule
RLVR 200 async GRPO steps 4 : 1 : 1 : 1 prompt allocation

across depths

Conditioning adds 155.6M parameters (3.94% of the backbone). Koi has no matched
non-recurrent training control.
Paper, Sec. 5.1, PDF p. 9; Appendix A.4 / Table 6, pp. 19–20.
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Koi improves scores while producing fewer tokens
One Model to Loop Them All: Elastic Latent Recurrence for Language Models
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Figure 3 | Koi-4B evaluated at 𝑘 = 1, . . . , 4. (a) AA-Index v4.1 estimates, rounded to the nearest
integer; dashed lines mark non-recurrent reference models. (b) Output tokens per rollout relative to
𝑘 = 1, as a geometric mean over eight of the AA-Index benchmarks (Appendix C.1). All results
come from our evaluation harness, not official Artificial Analysis results.

5. Koi-4B: A Post-Trained GDP-Hybrid ELR Model

5.1. Experimental Setup

Model and Training. Koi-4B applies the full recipe of Section 3 to the GDP-Hybrid-4B architec-
ture of Section 4, adding loop-conditioned modulation (Section 3.3). We chose the dense hybrid
because it targets the setting where elastic depth matters most. On a device with a fixed memory
budget, a 4B model fits where a 30B-total mixture of experts does not, and looping lets the model
that fits spend compute to close the gap. Post-training the MoE variant is left for future work. We
pretrain it for 7T tokens at an 8K sequence length on a subset of the Nemotron 3 Ultra pretraining
corpus (NVIDIA, 2026a), using one loop for the first half and mixed-depth training for the second half
(Appendix A.4). We then extend the context length with a 50B-token mid-training stage at a 256K
sequence length, and post-train on the text-only data from Nemotron 3.5 Super (NVIDIA, 2026b)
with four epochs of supervised fine-tuning (SFT) followed by 200 steps of reinforcement learning
from verifiable rewards (RLVR). All stages after the switch use mixed-depth training. Pretraining,
mid-training, and SFT sample loop counts uniformly with a 10% one-loop rank override, while
RLVR samples with a 4:1:1:1 ratio, favoring one-loop rollouts, which are faster to generate. Unlike
Section 4, this run has no matched non-recurrent baseline, so its one-loop accuracy is compared to
open models of similar size rather than to a model trained on the same data.

Evaluation. We evaluate the single post-trained Koi-4B checkpoint at 𝑘 ∈ {1, 2, 3, 4} on the
benchmark suite and weighting of the Artificial Analysis Intelligence Index v4.1 (Artificial Analysis,
2026): GDPval-AA v2 (Elo; 20%), Terminal-Bench 2.1 (16%), 𝜏3-Bench Banking (14%), Humanity’s
Last Exam (12%), AA-Omniscience accuracy (8%), SciCode (8%), GPQA Diamond (6%), AA-LCR
(6%), CritPt (6%)1, and AA-Omniscience non-hallucination (4%). We also report IFBench (Pyatkin
et al., 2025), LiveCodeBench v6 (pass@1) (Jain et al., 2025), and MATH-500 (Lightman et al., 2024),
which are outside the v4.1 index. All scores, for Koi-4B and the reference models alike, come from
our own harness rather than from Artificial Analysis and may differ from published figures. Koi-4B
has no matched non-recurrent baseline, so we compare it with open models of similar size and larger.

1We do not run CritPt since models of this size score near zero.

9

Unrounded index: 17.52, 25.57, 27.93, 29.23.
Authors’ harness estimates, not official AA results. CritPt is unrun and contributes zero;
reference models are evaluated in the same harness.
Paper, Fig. 3, PDF p. 9; Tables 10–11, pp. 22–23. Token ratios are geometric means across eight benchmarks.
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Shorter outputs partly offset per-token compute

r̄k =

(︄
8∏︂

b=1

Tb(k)

Tb(1)

)︄1/8

Tb(k) is mean completion tokens per rollout, summed over all requests and turns,
including reasoning and capped requests.

Approximate decode-cost arithmetic

k = 2 : 1.36 × 0.7821 ≈ 1.06 k = 4 : 2.06 × 0.6732 ≈ 1.39

This combines fixed-workload GDP-Hybrid-4B token latency with Koi’s benchmark length
ratios. It is an estimate of decode work, not measured end-to-end task latency.
Paper, Sec. 5.2, PDF p. 10; Eq. (6) / Appendix C.1, p. 23; Appendix D, pp. 24–25.
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One KV cache changes which history each loop reads

During decoding, token t at loop i attends to

Earlier tokens’ final-loop keys and values, plus token t’s own loop-i keys and values. The
current slot is overwritten each loop.

Three of six attention layers are recurrent:

Mper−loop(k)

M1
=

3 + 3k
6

,
Mlast−loop(k)

M1
= 1.

• At k = 4, 128K context, BF16: 7.5 GiB → 3.0 GiB attention KV per request.
• GDP keeps per-loop state, below 25 MiB per request at k = 4.
• No retraining; the cache policy changes the attention computation.

Paper, Secs. 3.4 / 5.3, PDF pp. 6, 10–11. Memory ratio derived from the reported layer layout.
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Most depth gains survive KV sharing, with losses

Benchmark One loop Four: per Four: last ∆ pp

Terminal-Bench 2.1 12.1 28.0 27.4 −0.6
Humanity’s Last Exam 5.9 11.9 10.5 −1.4
AA-LCR 51.3 68.3 65.3 −3.0
LiveCodeBench v6 50.5 71.9 70.2 −1.6
MATH-500 88.8 97.2 97.0 −0.2
AA-Omniscience non-halluc. 86.1 85.9 88.2 +2.3

Differences use unrounded scores. Across depths, seven of 27 paired comparisons reach
uncorrected |z | ≥ 2; uncertainty is within a single run.
Paper, Table 2, PDF p. 10; Appendix C.2, pp. 23–24. Scores are percentages; deltas are percentage points.
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GDPval exposes a consequential cache-policy failure

Failures among 220 tasks k = 2 k = 3 k = 4

Per-loop KV 1 6 12
Last-loop KV 13 29 52

• Most additional failures are timeouts; agent turns rise 17–19%.
• Timed-out tasks receive no Elo judgment, so the scored task sets differ.
• The paper reports no AA-Index composite for last-loop KV.

Practical implication

Memory savings need task-completion and wall-time evaluation alongside benchmark
scores.

Paper, Appendix C.2, PDF p. 24.
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ELR makes a useful compute knob within one model

1. Protect the endpoint. Adaptive updates and within-update depth mixing preserve
near-baseline one-loop averages.

2. Learn extra depth incrementally. Zero-initialized conditioning enables a
function-preserving transition; the late recipe improves deeper loss.

3. Account for each cost separately. More loops increase compute; route replay
saves training work; KV sharing saves memory with task-dependent costs.

Open directions: later-loop training exposure, conditioned-from-scratch controls, adaptive
stopping, and post-trained recurrent MoE.
Paper, Sec. 8, PDF p. 15, and limitations from Secs. 4–6 / Appendix C.2. Main discussion ends here; backup
slides follow.
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Backup: fixed depth does not yield elastic inference

1 2 3 4 5
Num Loops

Fixed 1

Fixed 2

Fixed 3

Fixed 4

Fixed 5

Mixed

1.660 1.870 2.577 3.494 4.242

2.381 1.631 1.704 1.869 2.116

3.217 2.002 1.622 1.657 1.766

3.682 2.375 1.823 1.619 1.642

4.107 2.795 2.122 1.791 1.603

1.683 1.639 1.630 1.628 1.627

1.6 2 3 4

Validation Loss (log color scale)

Rows: separate training runs.
Columns: evaluation depth.

Each fixed-depth model works best at
its own training depth.

Mixed depth gives a usable curve in
one checkpoint, with some loss
relative to each specialist.

Paper, Fig. 4b / Sec. 6.2, PDF pp. 11–12. GPT-0.5B validation loss; logarithmic color scale.
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Backup: training schedules trade quality for cost
One Model to Loop Them All: Elastic Latent Recurrence for Language Models
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(b) One-Loop Override

Figure 5 | Training choices on GPT-0.5B. Each x-axis point is a separately trained model, and each
line shows validation loss at one inference loop count 𝑘 across these models. The dashed line marks
the non-recurrent baseline (1.685). (a) Point at which training switches from one loop to mixed
depth (𝑓 = 0.15); 0% is mixed-depth training from scratch, and added compute is estimated from
Eq. 5. (b) One-loop override fraction 𝑓 , with mixed-depth training from scratch.

deeper loops, which motivates choosing 𝑓 so that 𝑝1 is approximately one third (Section 3.2). The
benefit does not come from the higher one-loop marginal alone, since synchronized weighted sampling
at the same 𝑝1 without overrides remains above the baseline (Section 6.3).

6.5. Delayed Mixed-Depth Training

Delaying mixed-depth training retains most of the gain from additional loops at a fraction of its
training cost (Figure 5a). Mixed-depth training from scratch costs an estimated 1.79× the baseline’s
training compute (Eq. 5). Starting it after 25%, 50%, or 75% of training tokens lowers this to
1.60×, 1.40×, and 1.20×, while retaining 97%, 90%, and 84% of the five-loop improvement over the
baseline. At the 75% start, the estimated added training compute falls from about 79% to 20% for a
0.009 increase in five-loop loss, and one-loop loss stays below the baseline at every start point. We
therefore use the 75% start for our main experiments (Section 4.1).

6.6. Loop-Conditioned Modulation

Loop-conditioned modulation leaves one-loop loss nearly unchanged and lowers loss at every additional
loop, with gains growing with loop count (Figure 6). We add the modulation of Section 3.3 to the
delayed model that switches to mixed depth after 75% of training tokens, introducing it at the switch
with all heads initialized to zero. Loop-conditioned modulation adds 31.6M parameters (6.34% of
the GPT-0.5B backbone). One-loop loss moves from 1.6748 to 1.6739, while loss falls by 0.009 at
𝑘 = 2 and by 0.022 at 𝑘 = 5, increasing the loss reduction from one to five loops from 0.038 to 0.059.
The conditioned model also achieves lower validation-loss point estimates at every loop count than
unconditioned mixed-depth training from scratch (1.6147 versus 1.6273 at five loops), despite using
mixed depths only during the final quarter of training.

13

Each x-axis point is a separately trained model. Late training reduces overhead; larger
override fractions favor the shallow endpoint over deeper loops.
Paper, Fig. 5 / Secs. 6.4–6.5, PDF p. 13. GPT-0.5B; estimated compute is specific to K = 5, partition 8/14/8.
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Backup: aggregate route stability hides token drift

First versus fourth loop, dynamic model Value

Aggregate expert-frequency cosine 0.978
First-loop experts retained per token 53.17%
Routed-output cosine: replay / shifted control 0.767 / 0.227
Full-MoE cosine: replay / shifted control 0.918 / 0.718

256 held-out 2K-token windows, averaged over ten recurrent MoE layers. Output
comparisons hold the fourth-loop input fixed; shifted routes preserve usage counts but
break token correspondence.
Paper, Appendix E / Table 13, PDF pp. 25–26. Retention 95% document-bootstrap interval: [52.37, 53.89]%.
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Backup: entry and exit conditioning complete the rule

zi =

{︄
s̃i , i = 1,
(1 + λe(ci ))⊙ RMSNorm(s̃i ) + µe(ci ) + η(ci )⊙ hin, i ≥ 2.

ri = Rθ(zi ; ci ),

βi = σ(Wβ s̃i + bβ)⊙ softplus(γ),

si = si−1 + (πi + gexit(ci ))⊙ βi ⊙ (ri − si−1).

• First loop receives z1 = 2hin in the hybrid models.
• The adaptive gate uses the unmodulated s̃i .
• Zero heads make later exit factors vanish; π1 = 1, πi>1 = 0.

Paper, Sec. 3.3, PDF p. 5. GPT-0.5B default ablations omit input re-injection.
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Backup: input re-injection is not essential at 0.5B

Recurrent input Loss at k = 1 Loss at k = 5

Non-recurrent baseline 1.6852 —
si−1 1.6830 1.6273
si−1 + hin 1.6858 1.6325

• Re-injection slightly worsens this configuration’s loss.
• The paper reports unchanged ordering after repeating sampling, fixed/mixed,

override and delayed-training ablations.
• Transfer of the state-update ranking is expected by the authors, not demonstrated in

this appendix.
Paper, Appendix F.1 / Table 14, PDF p. 26.
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