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A fixed-size state can still dominate decoding
DeltaLog
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Figure 2. Recurrent-statematerialization occupies a growing

share of full-model decode latency.

a dense 𝑑𝑘 × 𝑑𝑣 matrix, whereas each new token contributes

an update represented by vectors of total size 𝑂 (𝑑𝑘 + 𝑑𝑣).
Table 1 shows how representative models instantiate this

common form. Linear attention [14] applies no decay, Ret-

Net [25] uses scalar decay, and GLA [31], RWKV6 [17], and

KDA [26] use diagonal decay with different update seman-

tics. Scalar decay is represented by sharing one value across

the coordinates of 𝜆𝑡 , whereas diagonal decay uses a key-

wise vector. Delta-rule models, including DeltaNet [32] and

GDN [30], additionally construct the value-side factor us-

ing the previous state. Eq. 3 therefore provides the common

decode-time interface used in the remainder of our analysis.

2.2 Recurrent State in Autoregressive Decoding
LLM inference typically comprises two phases: prefill and
decode [15, 36]. The prefill phase processes the input prompt

in parallel and constructs the state required for subsequent

generation. The decode phase then generates tokens autore-

gressively, with each step depending on the state produced

by the previous step. As a result, decode latency is sensitive

not only to per-token arithmetic cost, but also to how the

recurrent state is stored, accessed, and updated across steps.

In recurrent linear attention, prefill compresses the prompt

into an initial recurrent state. During decode, each active

request maintains one state slot per recurrent layer, instead

of a token-level KV history. At step 𝑡 , the decoder reads 𝑆𝑡−1,

computes the output and token-specific update factors, and

produces the logical state 𝑆𝑡 needed by the next step. Each

state slot has a fixed shape independent of context length,

but a serving batch must maintain and access these slots

across all active requests and attention heads.

2.3 The State-Update Tax in Serving
Existing dense implementations typically materialize each

state slot as a tensor and evaluate Eq. 3 eagerly [33, 37]. Given

the compact factors 𝑎𝑡 and 𝑏𝑡 , they read the full state from

HBM, apply the state transformation and outer-product up-

date, and write the resulting dense state back to HBM. This

design makes 𝑆𝑡 immediately available for the next decode

step, but it places a full-state read–modify–write operation

on the critical path of every generated token. Thus, replacing

a context-growing KV cache with a fixed-shape recurrent

state changes the structure of decode-state traffic, but does

not necessarily make that traffic inexpensive. The recurrence

exposes an important asymmetry between the logical update

and its eager physical realization. A new token contributes

factors of total size𝑂 (𝑑𝑘 +𝑑𝑣), but immediately folding those

factors into the state reads and writes𝑂 (𝑑𝑘𝑑𝑣) elements. We

call the memory traffic caused by this eager dense material-

ization the state-update tax. The term separates the cost of

physically maintaining the recurrent state from the compact

information introduced by the token itself.

This tax scales with serving concurrency. For a batch

of 𝐵 requests and 𝐻 heads, the runtime maintains a dense

recurrent-state tensor of shape [𝐵,𝐻,𝑑𝑘 , 𝑑𝑣], while the new
token factors occupy only𝑂 (𝐵𝐻 (𝑑𝑘 +𝑑𝑣)) elements. Increas-

ing the batch exposes more parallel decode work, but also

increases the dense state traffic incurred at every iteration.

A fixed per-request state can therefore become a large ag-

gregate bandwidth cost.

To determine whether this cost remains visible beyond

an isolated recurrent kernel, we measure its share of full-

model decode latency in Qwen3.6-35B-A3B. Figure 2 shows

a consistent concurrency trend across context lengths: for

a 1k-token context, recurrent-state materialization grows

from 25.2% of decode latency at 𝐵 = 64 to 44.6% at 𝐵 =

256. The corresponding shares at 2k and 4k contexts also

rise monotonically with batch size. Eager state maintenance

can therefore become a first-order serving bottleneck even

though the recurrent state is independent of context length.

2.4 Why the State-Update Tax Is Memory-Bound
The measurements above are consistent with a bandwidth

bottleneck. Eager materialization converts a compact logical

update into a large physical memory transaction: for every

generated token, the runtime reads the dense 𝑑𝑘 × 𝑑𝑣 state
fromHBM, performs the state transition and compact update,

and writes the entire result back. The amount of arithmetic

and the amount of memory traffic both scale as 𝑂 (𝑑𝑘𝑑𝑣),
but the update performs only a small constant amount of

computation per state element.

The roofline model [29] characterizes this imbalance via

arithmetic intensity, defined as computation per byte moved.

Retaining only the dominant dense-state read and write traf-

fic yields

AIdense =
4𝑑𝑘𝑑𝑣 FLOPs

2 · 4𝑑𝑘𝑑𝑣 bytes
= 0.5 FLOPs/byte

for a 32-bit state and approximately 1.0 FLOPs/byte for a 16-

bit state. This estimate deliberately excludes metadata traffic,

output writes, vector loads, and model-specific additional

arithmetic; it isolates the inherent cost of eagerly reading

and writing the dense state.

3

Paper, Fig. 2, PDF p. 3. Qwen3.6-35B-A3B.

The state-update tax

Compact factors: O(dk + dv )

Dense commit: O(dkdv )

At 1k context, the materialization
share grows from 25.2% to 44.6%
as batch size grows from 64 to 256.

B = 512, H = 32, dk = dv = 128, FP32: 1 GiB of state per layer; about 2 GiB for one
dense read and write.
Paper, Secs. 2.3–2.4, PDF pp. 3–4.
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The update is compact; the carried state is dense

D(ℓ) = diag(eℓ), St = D(λt)St−1 + atb
⊤
t

Quantity Role

St ∈ Rdk×dv Prefix memory for one head
λt Scalar-per-head or key-wise log decay
at ∈ Rdk , bt ∈ Rdv Compact update factors

• Delta-rule updates construct bt using an old-state readout.
• Output and correction reads must retain their operator-defined timing.

Paper, Eq. (3), Table 1, PDF p. 2; Algorithm 1, PDF p. 5.
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Store a dense base plus a bounded update log

(a) Eager dense recurrent decoding

(b) DeltaLog

dense state
St−1

decode kernel
low-rank update

dense state
St

ot
full-state write
every token
O(BHdkdv)

read write

dense base
S̄

cumulative log-decay
ℓ̄

{K,U,Λ}log [0]

{K,U,Λ}log [1]

· · ·
{K,U,Λ}log [L−1]

St = D(ℓ̄)S̄ +
∑

i<L D(ℓ̄ − Λi)KiU
⊤
i

decode step
read base, replay log

emit ot

ot

dispatch
by L

append
write (at, bt, ℓ̄)
L← L+ 1

merge
write dense base

reset L = 0compact log write
O(BH(dk + dv))

L < C

L = C

periodic schedule (C = M − 1)

app app · · · app merge

append while L < C

merge when L = C

M − 1 append steps −→ one merge step. Capacity C = M − 1.
Read the dense base every step; avoid writing it on append steps.

Paper, Fig. 4, PDF p. 5; Sec. 3, PDF p. 4. Original author figure.
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Each logged update receives only later decay

St = D(ℓ̄)S̄ +
L−1∑︂
i=0

D
(︁
ℓ̄− Λlog[i ]

)︁
Klog[i ]Ulog[i ]

⊤

• S̄ : dense base at the last merge.
• ℓ̄: cumulative log decay since that merge.
• Λlog[i ]: cumulative log decay when entry i was inserted.
• Klog[i ],Ulog[i ]: the stored compact update factors.

Why the difference of snapshots?

ℓ̄− Λlog[i ] selects the decay accumulated after insertion. A new entry has zero later decay
and therefore unit weight.

Paper, state invariant, Eq. (7), Sec. 3.2, PDF p. 6.
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Append and merge preserve the same recurrence

First compute required old-state readouts; then set ℓ̄← ℓ̄+ λt and form (at , bt).

Append: L < C

Store (at , bt , ℓ̄) at slot L.

Increment L; retain the base.

D(λt)D(ℓ) = D(ℓ+ λt)

Old contributions decay correctly; the new
one enters at weight 1.

Merge: L = C

Materialize old entries and the current
update into S̄ .

Reset ℓ̄ = 0 and L = 0.

St = S̄ after reset.

The current update needs no extra log slot.

Exact-arithmetic equivalence follows by induction over both paths.
Paper, Algorithm 1 and Eqs. (4)–(7), PDF pp. 5–6.
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Readouts can consume the log without a dense commit

For a state query x ∈ Rdk , expand the invariant:

x⊤St = (x ⊙ e ℓ̄)⊤S̄ +
L−1∑︂
i=0

ci (x)Ulog[i ]
⊤,

ci (x) = x⊤D
(︁
ℓ̄− Λlog[i ]

)︁
Klog[i ].

• The base supplies long-range history; log entries supply recent updates.
• Each ci (x) is a scalar shared across all value coordinates.
• Query projections and Delta-rule correction projections can reuse this structure.

Teaching derivation from Eq. (7), PDF p. 6; replay projections in Sec. 3.3, PDF pp. 6–7.
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Write savings compete with growing replay traffic

Tdense ≈ Tcommon + 2Cstate,

Tdelta ≈ Tcommon + Cstate⏞ ⏟⏟ ⏞
base read

+Cstate/M⏞ ⏟⏟ ⏞
base write

+Clog(M) + 2Cdecay,

Clog(M) ≈
(︃
M − 1
M

+
M − 1

2

)︃
Centry.

• Larger M: fewer merges, more live entries to replay.
• Centry: bytes per log entry; Cdecay: persistent decay bytes.

A derived state-traffic ratio
Ignoring log overhead, the state-traffic ratio is 2/(1 + 1/M): only 1.78× at M = 8, even
though dense writes fall 8×.

Paper, Eqs. (8)–(11), PDF p. 6. Single-read replay model; scratch and indexing omitted.
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Tile values; share replay coefficients and metadata
DeltaLog

Append–merge path for one slot–head pair

1 shared prep 2 tile decode
𝑁𝑉 value-tile work units

3 single writer

shared state

𝐾
log
,Λ

log

ℓ̄, 𝐿

𝑞𝑡 , 𝑘𝑡 , 𝜆𝑡
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FP32 replay

coeffs

𝑆 [:,V0 ]
𝑈

log
[:,V0 ]

Append

Decode V0

𝑜V
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𝑈
log
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𝑜V𝑗
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𝑆 [:,V∗ ]
𝑈

log
[:,V∗ ]

Append

Decode V∗
𝑜V∗

𝑈
log
[𝐿,V∗ ]

merge phase (𝐿 = 𝐶): same tiled grid

writes dense 𝑆 [:,V𝑗 ]

append owner

𝐾
log
[𝐿],Λ

log
[𝐿]

Finalize

ℓ̄, 𝐿

append increment

or merge reset

reused by

all tiles

Figure 5. The append–merge kernel ownership path comprises three stages: shared replay preparation, parallel append decode

across value tiles, and single-writer metadata commit. The merge path uses the same structure but writes back dense-base tiles.

logical owner, while tile-local work units remain responsible

only for their output slices and value-log shards.

We address both issues with a staged append decomposi-

tion based on ownership, illustrated in Figure 5. When replay

reuse is profitable, ReplayPrep runs once for each state slot

and head, computes the reusable key-side replay coefficients,

and stores them in transient FP32 scratch space. AppendDe-

code then executes in parallel across value tiles: each work

unit streams its dense-base tile, loads the corresponding tile-

local 𝑈log shard, reuses the prepared coefficients, computes

its output slice, and appends the new 𝑈log [𝐿,V𝑗 ] shard. A
designated writer records the shared 𝐾log [𝐿] and Λlog [𝐿]
entries, while Finalize commits the cumulative-log-decay

update and increments 𝐿 exactly once.

Merge follows the same value-tiled execution structure,

but differs in its commit target. Instead of appending a com-

pact log entry, each tile-local work unit accumulates the

replayed contributions associated with its dense-base tile

and writes the fully materialized FP32 tile back to HBM. Af-

ter this materialization step, a single metadata update resets

both the cumulative log-decay and the live-log length.

3.4 Operator Instantiations
We instantiate the base-plus-log design for three operators:

GDN [30], KDA [26], and RWKV6 [17]. These operators all

preserve the eager logical recurrence up to floating-point tol-

erance, but differ in two orthogonal implementation choices

that govern replay cost in𝐶log (𝑀): decay granularity and up-
date semantics. Along these axes, GDN provides the simplest

instantiation, with head-wise scalar decay and a Delta-rule

correction; KDA increases the decay granularity to per-key

vectors while retaining the correction path; and RWKV6

keeps the per-key log-decay metadata but removes the cor-

rection path by using raw-value updates.

GDN is a lightweight instantiation of the Delta rule. Its

head-wise scalar decay requires only one FP32 cumulative

log-decay per head. Although append operations still com-

pute the Delta-rule old-state correction before committing

each deferred entry, replay remains inexpensive because

each deferred key-side factor is rescaled by a single scalar.

Consequently, GDN benefits from the shared-ReplayPrep

decomposition introduced in Section 3.3: its coefficients can

be reused across value tiles with minimal metadata overhead.

The dense base state and log-decay metadata are stored in

FP32. Deferred key-side factors𝑎𝑡 use 16-bit storage, whereas

deferred value-side factors 𝑏𝑡 are retained in FP32 to mitigate

cancellation error along the correction path.

KDA retains GDN’s Delta-rule corrected update but re-

places head-wise scalar decay with per-key decay. Replay

must therefore rescale each deferred key-side factor element-

wise using the cumulative log-decay vector, which increases

both arithmetic cost and metadata traffic. ReplayPrep still

reuses key-side projections across value tiles, but its relative

benefit is smaller because per-key scaling remains neces-

sary. The dense base state, cumulative per-key log-decay

vectors, and per-entry log-decay snapshots are stored in

FP32. Deferred key-side factors 𝑎𝑡 use 16-bit storage, while

deferred value-side factors 𝑏𝑡 remain in FP32 for the same

cancellation-sensitive correction path as in GDN.

RWKV6 shares KDA’s per-key log-decay metadata, in-

cluding FP32 cumulative log-decay vectors and per-entry

log-decay snapshots, but differs in update semantics. Because

it uses the raw token value rather than a Delta-rule corrected

update, replay only replays deferred key-side factors under

per-key decay and avoids the old-state correction path. This

simplification allows more replay work to be folded into

the main decode kernel. The dense base state and log-decay

metadata are stored in FP32, while deferred key- and value-

side factors are stored in BF16.

7

• Each tile owns S̄ [:,Vj ], its value log, and its output.
• One logical writer commits shared key factors, snapshots, and length.
• Merge uses the same tiled grid, with dense-base tiles as the target.

Paper, Fig. 5 and Sec. 3.3, PDF pp. 6–7. Exact crop from PDF p. 7.
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Decay granularity and correction cost shape the design

Operator Decay Value factor Log K/U M

GDN Per head Corrected BF16 / FP32 8

KDA Per key Corrected BF16 / FP32 4

RWKV6 Per key Raw value BF16 / BF16 4

• All dense bases and log-decay metadata use FP32.
• GDN has cheap scalar rescaling; KDA retains elementwise rescaling.
• FP32 corrected values mitigate cancellation along the Delta-rule path.

Paper, Sec. 3.4, PDF p. 7; selected kernel configurations, Table 3, PDF p. 9.
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Serving needs phase-aware graphs and state slots

Append queue / graph

Decode through compact appends.

Move requests at their merge boundary.

Merge queue / graph

Commit the dense state and clear logs.

Return requests to the append queue.

• Capture two graph variants per uniform decode-batch descriptor.
• Prefill initializes the base; newly admitted requests start with an empty log.
• Reset auxiliary state when a slot is reused; retain other live slots.

Evaluated in a batch-synchronous, graph-mode vLLM prototype.
Paper, Sec. 4 and implementation scope in Sec. 5.1, PDF pp. 8–9. Diagrammatic layout is a teaching summary.
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Evaluation separates kernels, mechanism, and serving

Layer Configuration and comparison

Kernels H200 NVL / RTX 4090; H/dk/dv = 32/128/128; batch 64–
512; FLA, PyTorch Compile, available vLLM kernels

Mechanism H200 DRAM counters; split-replay ablation; merge-interval and
aggregate-state-size sweeps

Numerics 128-token rollouts; batch 64, 128, 256; output and materialized-
state errors against dense references

Serving H200; Qwen3.6-35B-A3B and Kimi-Linear-48B-A3B-Instruct;
128 generated tokens

Compare complete decode behavior, including periodic merges.
Paper, Secs. 5.1–5.6, PDF pp. 8–12. No prefill performance evaluation.

12 / 25



H200 kernels improve across all three operators
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FLA-relative gains: GDN 1.34–1.60×; KDA 1.19–1.60×;
RWKV6 1.52–1.69×.

Bars: reported TPOT on the left axis. Lines: speedup on the right axis.
Paper, Fig. 6, PDF p. 9; Sec. 5.2, PDF pp. 9–10. Original author figure.
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RTX 4090 reaches the headline 1.86× kernel gain

64 128 256 512
Batch Size

0

1

2

3

4

TP
O

T 
(

s 
/ t

ok
en

)

Gated DeltaNet

64 128 256 512
Batch Size

0.0

0.5

1.0

1.5

2.0

2.5

3.0

3.5

KDA

64 128 256 512
Batch Size

0.0

0.5

1.0

1.5

2.0

2.5
RWKV6

1.84x 1.86x
1.74x 1.69x

1.30x
1.35x

1.48x
1.55x

0.6

0.8

1.0

1.2

1.4

1.6

1.8

2.0

Sp
ee

du
p 

ov
er

 F
LA

 (x
)1.63x

1.41x

1.53x
1.61x

Torch Compile (TPOT) vLLM (TPOT) FLA (TPOT) DeltaLog (Ours) (TPOT) Speedup vs FLA

The maximum is GDN at B = 128 relative to FLA.

KDA: 1.30–1.55×. RWKV6: 1.41–1.63×.

The dependence on batch size differs from the H200 results.
Paper, Fig. 7, PDF p. 9; Sec. 5.2, PDF p. 10. Original author figure.
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Counters confirm fewer writes, with extra replay reads
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(b) H200 DRAM Traffic
HBM Read
HBM Write

H200, GDN
B = 128, M = 8

Dense write:
0.230 GiB/token

Amortized write:
0.0294 GiB/token

• Append reads rise from 0.253 to 0.273 GiB as the log grows.
• Reported reduction: 7.83× in writes, 1.64× in total traffic.
• Merge restores a dense write, but only once per eight steps.

Paper, Fig. 8 and Sec. 5.3, PDF p. 10. Ratios use the authors’ reported precision.
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Split replay helps only when reuse pays for preparation
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• GDN, M = 8: 1.05–1.11× faster than fused replay.
• KDA, M = 4: essentially neutral (0.998–1.003×).
• RWKV6, M = 4: about 2% slower; its fused path is already cheap.

Paper, Fig. 9, PDF p. 11; Sec. 5.3, PDF p. 10. Full-cycle CUDA Graph timing, H200.
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Longer merge intervals eventually lose to replay
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H200, B = 128: GDN selects M = 8 (0.103 ms);
KDA selects M = 4 (0.116 ms); RWKV6 selects M = 4 (0.110 ms).

Reducing merge frequency alone is insufficient.
Paper, Fig. 10 and Sec. 5.4, PDF p. 11. Latencies are from this interval sweep.
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Larger aggregate states provide more opportunity
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128 → 1024 MiB

GDN: 1.48 → 1.62×

KDA: 1.02 → 1.58×

RWKV6: 1.51 → 1.69×

The paper changes batch size, with
head dimensions fixed.

KDA nearly breaks even at the smallest state size in this sweep.
Paper, Fig. 11 and Sec. 5.4, PDF p. 11. This campaign differs numerically from Fig. 6; see backup.
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Measured equivalence is within floating-point tolerance

Operator Output relative error (max) State relative error (max)

GDN 0.00303 7.92× 10−7

KDA 0.00450 4.61× 10−4

RWKV6 0.00376 2.86× 10−7

• 128-token kernel rollouts; B ∈ {64, 128, 256}; selected M.
• Authors report passing repository and BF16-aware benchmark tolerances.

What this supports

Mixed precision and reordered sums cause small differences. Agreement is established
within tolerance over the measured 128-token horizon.

Paper, Sec. 5.5 and Fig. 12, PDF p. 11. Exact arithmetic is covered separately by the invariant.
19 / 25



Full-model decode gains range from 1.05 to 1.20×

Qwen3.6-35B-A3B / GDN
M = 8

B Dense DeltaLog Gain

64 8.36 7.75 1.08×
128 10.30 9.01 1.14×
256 16.07 13.40 1.20×

Kimi-Linear-48B-A3B-Instruct
KDA, M = 4

B Dense DeltaLog Gain

64 7.66 7.33 1.05×
128 8.92 8.13 1.10×
256 13.98 12.54 1.12×

TPOT in ms/token, lower is better. H200 NVL; 128 generated tokens.

Same models, precision, batch sizes, and graph replay settings.

16.07 → 13.40 ms is a 16.6% latency reduction.
These measurements cover decode; prefill is excluded.
Paper, Table 4, PDF p. 11; Sec. 5.6, PDF p. 12. Gain values retain paper rounding.
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System gains depend on the optimized path’s share

Speedupmodel ≈
1

(1− f ) + f /s

f : original runtime fraction in the optimized path. s: its speedup.

• MLPs, normalization, scheduling, and other model work remain.
• Extra logs consume memory; merge steps add a periodic cost.
• Smaller states offer less write traffic to recover.

Deployment questions that remain

Long-horizon numerical behavior and tail latency under mixed arrivals are separate from
the reported fixed-batch decode measurements.

Paper, Secs. 5.6 and 6, PDF p. 12. Amdahl formula is a teaching expression of the paper’s explanation.
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The physical state representation is an optimization lever

1. Preserve the logical recurrence.
A dense base and bounded factors can represent the same state.

2. Optimize the commit schedule.
Replace most dense writes with compact appends; tune replay against merge cost.

3. Measure at the right level.
Up to 1.86× kernel speedup; 7.83× fewer profiled writes; 1.05–1.20× full-model
decode speedup.

Best supported regime: large-batch recurrent decoding with costly state writes.
Lin, Sun, and Sun. DeltaLog: Deferred Materialization of Recurrent States for Linear Attention Decoding.
arXiv:2608.15533v1, 2026. Secs. 6–8, PDF pp. 12–13.
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Backup: a scalar example of deferred materialization

Teaching example: S0 = 10, decay 1/2, updates 2, 3, 4, M = 3.

Step Logical state Dense base Representation

1 7 10 10/2 + 2

2 6.5 10 10/4 + 2/2 + 3

3 7.25 7.25 10/8 + 2/4 + 3/2 + 4

The base remains unchanged for two steps, while the represented logical state changes
every step. Step 3 merges and empties the log.
Teaching example, not a paper experiment. Based on Eqs. (6)–(7), PDF pp. 5–6.
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Backup: bounded logs add a modest resident footprint

Centry = BH(pKdk + pUdv + 4dλ),
Cdecay = 4BHdλ,
Caux = (M − 1)Centry + Cdecay.

pK , pU : bytes/element. dλ: decay width (1 or dk).

Operator M Auxiliary MiB Relative to base

GDN 8 21.125 8.25%
KDA 4 17.000 6.64%
RWKV6 4 14.000 5.47%

B = 128, H/dk/dv = 32/128/128: FP32 base = 256 MiB.
Excludes scratch, indexing, and alignment; not measured peak memory.
Derived from paper Eq. (9), PDF p. 6, and Table 3, PDF p. 9.
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Backup: separate the paper’s measurement campaigns

An unresolved numerical difference
Table 3’s shape implies B = 64 corresponds to 128 MiB of FP32 state. Yet KDA speedup
is 1.19× in Fig. 6 and 1.02× in Fig. 11 / Sec. 5.4. The paper does not explain the
difference in settings or timing.

• Report the kernel sweep and state-size sweep separately.
• Use ratios within each campaign; do not merge them into one curve.
• Numerical tests cover 128 steps; the exact relative-error denominator and full

tolerance rules are not specified in the text.
Paper, Fig. 6 and Table 3, PDF p. 9; Fig. 11 and Secs. 5.4–5.5, PDF p. 11. Reader comparison.
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