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A continuous LM needs a prefix that stops changing

Full-sequence diffusion

Repeatedly update all token latents.

Dynamic future context prevents
permanent prefix KV reuse.

Clock Diffusion
Give positions different noise schedules.

Completed tokens become fixed context;
an active window keeps denoising.

• Block clocks finish a group together; sliding clocks finish tokens in order.
• The contribution combines a probability model, training masks, and sampling.

Paper, Secs. 1–3, PDF pp. 2–6; relationship to Rolling Diffusion: Sec. 5, p. 9.
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Local clocks determine which positions need an update

uℓ(t) = clip[0,1]
(︁
rt − φ(ℓ)

)︁
, r = 1 +max

ℓ′
φ(ℓ′).

• Global time runs from 1 to 0 during generation.
• A larger phase φ(ℓ) makes a token finish earlier.
• For s < t, only As|t = {ℓ : uℓ(s) < uℓ(t)} changes.

A fixed clock means a fixed latent
uℓ(s) = uℓ(t) implies a Dirac transition: q(zℓs | zℓt , xℓ) = δ(zℓs − zℓt).

Paper, Sec. 3.1, Eqs. (2)–(9), PDF pp. 3–4.
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Sliding clocks turn denoising into a pipeline

φSW(ℓ) =
L− ℓ

S
, uℓ(t) = clip[0,1]

(︃
(L+ S − 1)t + ℓ− L

S

)︃
.

Sliding clocks: L = 8, S = N = 4
Teaching illustration from Eq. (11). Columns show the state after each denoising call.

0 1 2 3 4 5 6 7 8 9 10 11

Token 1 prior 0.75 0.50 0.25 done done done done done done done done

Token 2 prior prior 0.75 0.50 0.25 done done done done done done done

Token 3 prior prior prior 0.75 0.50 0.25 done done done done done done

Token 4 prior prior prior prior 0.75 0.50 0.25 done done done done done

Token 5 prior prior prior prior prior 0.75 0.50 0.25 done done done done

Token 6 prior prior prior prior prior prior 0.75 0.50 0.25 done done done

Token 7 prior prior prior prior prior prior prior 0.75 0.50 0.25 done done

Token 8 prior prior prior prior prior prior prior prior 0.75 0.50 0.25 done

Model calls  -->     (global diffusion time t runs from 1 to 0)

Local time: 1 = not started; 0 < u < 1 = denoising; 0 = committed. Total: L + S - 1 = 11 calls.

The newly finished token is cached in the next fused forward; prompt/setup overhead is excluded here.

New teaching illustration from Eq. (11), PDF p. 5, and Appendix D, p. 25. L: length; S : window; N:
updates/token.
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ClockDLM predicts tokens and denoises their embeddings

eℓ = E⊤xℓ, zℓt ∼ N
(︂
α(uℓ(t))eℓ, σ(uℓ(t))2Id

)︂
xℓθ ∈ ∆V −→ eℓθ = E⊤xℓθ −→ Gaussian reverse update

• Learned embedding matrix E ∈ RV×d ; d = 16, unit-norm rows.
• The denoiser sees the active latents, local noise levels, and clean prefix.
• RePlaid components: learned schedule, self-conditioning, logit prior.

Paper, Sec. 3.5 and Appendix B.1–B.4, PDF pp. 6, 18–21. Conditional-task sampling uses top-1 embeddings.

5 / 28



Causal clean states make permanent KV reuse valid

Preprint. Under review.

Algorithm 1 Clock Diffusion Sampling

Require: prompt, length L, per-position budget N , clocks uℓ,
prior qprior, DENOISER, sampling routine SAMPLER

1: T ← rN ▷ Total budget
2: KV← CACHE(prompt, ∅)
3: z1:L1 ∼ qprior
4: for t = 1, T−1

T
, . . . , 1

T
do

5: s← t− 1
T

6: As|t ← {ℓ | uℓ(s) < uℓ(t)}
7: LOGITSAs|t ← DENOISER(z

As|t
t , uAs|t(t),KV)

8: z
As|t
s ← SAMPLER(LOGITSAs|t)

9: Cs|t ← {ℓ ∈ As|t | uℓ(s) = 0}
10: xCs|t ← argmax LOGITSCs|t

11: KV← CACHE(xCs|t ,KV)
12: end for
13: return x1:L

Algorithm 1 is the resulting sampler.
At each step, we advance the en-
tire set As|t with a single call to

DENOISER(z
As|t
t , uAs|t(t),KV). Posi-

tions whose clocks just reached zero
are collected into Cs|t, decoded via
argmax, and appended to the cache with
a clean-token model forward, written
as CACHE(xCs|t ,KV). In practice, we
avoid the separate model forward CACHE
call by fusing this with the subsequent de-
noiser step, requiring a custom attention
mask, depicted in Appendix D.

3.3 EFFICIENT TRAINING

The diffusion loss term in (10) introduces a complexity for training: since the conditioning set varies
by position, we cannot naively model a reverse diffusion step at each position with a single function
evaluation. To account for this, Arriola et al. (2025a) propose a vectorized implementation where we
train with sequences of length 2L: the first part of the sequence corresponds to clean tokens x1:L

and the second part to noisy tokens z1:Lt . For each sample, we partition the noisy tokens into disjoint
groups; each group represents a separate awake set. The attention maskM ∈ {0, 1}2L×2L can be

broken into four L× L sub-masks:M =

(
MCC 0
MNC MNN

)
.

Clean-to-clean MCC[ℓ, ℓ
′] := 1[Gφ(ℓ, ℓ

′) ≥ 0]. A decoded token’s KV entry is written once and
reused for the remainder of generation, so it must be computable from what was available at the
moment it was written; permitting Gφ < 0 would allow dependence on tokens that did not yet exist.

Noisy-to-clean For a reverse step from t to s,MNC[ℓ, ℓ
′] := 1[ℓ′ ∈ Ct] for ℓ ∈ As|t. In our vectorized

block and sliding window training layouts, each noisy group attends to the clean positions strictly
preceding that group.
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Figure 2: Clock Diffusion training masks.
Block: clean-to-clean is block causal, a noisy
query attends to clean keys strictly preceding
its own block, and noisy queries attend bidi-
rectionally within a block. Sliding Window:
we remove the outlined clean-to-clean entries,
making that quadrant causal.

Noisy-to-noisy MNN[ℓ, ℓ
′] := 1 if ℓ, ℓ′ belong to the

same denoising group, and 0 otherwise.

3.4 SPECIAL CASES OF CLOCK DIFFUSION

Full Sequence We first note that simply letting
φ(ℓ) = 0, for all ℓ, will yield uℓ(t) = t at every
position, which recovers full sequence DLMs.

Block Clock Diffusion can also admit a continuous
version of the block discrete diffusion method pro-
posed in Arriola et al. (2025a). In Appendix B.5,
we show how a specific choice of per-position phase
defines local clocks, training, and sampling that cor-
respond to block continuous diffusion.

Sliding Window Block diffusion is limited by the
fact that we must wait for an entire block to complete
denoising before updating the KV cache. To mitigate
this, we propose Sliding Window Clock Diffusion, where we maintain an active window of at most S
tokens that slides whenever the leftmost position transitions to uℓ(t) = 0. We achieve this with the
following per-position phase:

φSW(ℓ) :=
L− ℓ

S
=⇒ uℓ

SW(t) := clip[0,1]

(
(L+ S − 1)t+ ℓ− L

S

)
. (11)

The phase gap now measures the distance between two positions in units of the window width:
Gφ(ℓ, ℓ

′) = L−ℓ′

S − L−ℓ
S = ℓ−ℓ′

S . This translates to a straightforward modification of the block

5

M =

(︃
MCC 0
MNC MNN

)︃
• Training layout: clean L tokens followed by

noisy L tokens.
• Noisy groups see their clean prefix and their

own noisy group.
• Sliding windows remove the outlined

clean-to-clean edges: token causality.
Paper, Fig. 2 and Sec. 3.3, PDF p. 5. Rows are queries; columns are keys.
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One forward can write clean KV and denoise the window

Preprint. Under review.

that share one clock. One cohort is admitted per model call and committed together N calls later.
The window therefore still holds S positions but advances S/N at a time, and sampling takes
⌈LN/S⌉+N − 1 model calls.

Fused Caching and Denoising As noted in Section 3.2, as written, Algorithm 1 requires an
additional model forward to cache decoded tokens. This would be particularly unfavorable for sliding
window models that commit a new token to the KV cache on every decoding iteration. We instead
fuse this caching operation with the subsequent denoising model forward pass by concatenating the
newly decoded tokens with the incoming noisy latent active tokens: xCs|t ⊕ z

As|t
s . To process this

concatenated sequence we then require a custom attention mask for the subsequent denoiser model
forward. We depict this mask for both block and sliding window generation in Figure 7.
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Figure 7: Fused caching and denoising attention masks for (Left) block and (Right) sliding window
generation. Queries are the newly committed tokens xCs|t followed by the active noisy tokens z

As|t
s ;

keys are the cache KV followed by the same tokens. Committed tokens never attend to noisy ones,
so the keys and values they write to the cache are exactly those a separate caching forward would
produce. In this example, we assume the KV cache already has 4 tokens in it. For the block example,
we are adding two newly decoded tokens and therefore starting to denoise 2 new samples from the
prior on the subsequent denoising pass. For the sliding window example, we are adding one newly
decoded token. The window on the subsequent pass consists of the token that was previously in the
active window as well as a newly admitted sample from the prior.

E CACHE GRAB SAMPLER ALGORITHMS

E.1 CACHE GRAB-CONFIDENCE

Sampling in Window Form Algorithm 1 is written with closed-form clocks: it loops over a fixed
grid of T = rN global times and reads the active set off the clocks uℓ(t). Cache Grab samplers
decouple committing from the clocks: a position can be committed before its clock reaches zero, so
neither the active sets nor the number of model calls follow the closed-form clocks any more. To
detail the Cache Grab sampler algorithms more clearly, we therefore rewrite sampling in terms of
the state the implementation keeps. Namely, we keep track of an ordered window A of at most S
active positions. For each position ℓ ∈ A, we track its ‘age’ kℓ, which corresponds to the number of
denoising steps it has received. We then define the local clock for that position as uℓ = 1− kℓ/N .
Algorithm 4 presents sampling with this new perspective. Without the Cache Grab samplers and
assuming N = S, Algorithm 4 is the same as Algorithm 1 for sliding window ClockDLMs.

26

• Concatenate newly committed tokens with the next active noisy window.
• Clean queries never see noisy keys: their cached states remain valid.
• Fuse caching with the next denoising pass to avoid an extra forward.

Paper, Appendix D and Fig. 7, PDF p. 26. Existing KV forms the leftmost key group.
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The likelihood bound charges only moving positions

− log pθ(x1:L) ≤ Lprior + Lrecons + Ldiffusion.

• Prior: terminal latent versus the Gaussian prior.
• Reconstruction: read out each token when it completes.
• Diffusion: reverse-transition KL over awake positions only.

For Gaussian embedding diffusion

KLℓ =
1
2
[︁
SNR(uℓ(s))− SNR(uℓ(t))

]︁
∥eℓ − eℓθ∥2

2.

Paper, Eq. (10), Appendix A and Eq. (23), PDF pp. 4, 17–19. Frozen positions have identical Dirac transitions.
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Training proxies and likelihood evaluation use different clocks

Efficient training

• Draw independent times, then sort
within each S-token group.

• Random gaps support variable-stride
Cache Grab sampling.

• Reconstruction proxy: all noisy
positions at u = 0.

PPL evaluation

• Randomly shift the group partition
and attention mask.

• Restore time gaps of 1/S .
• Estimate reconstruction and diffusion

separately and without bias.

The cleaner-context reconstruction proxy is not itself a valid likelihood bound.
Paper, Appendix C.2, Algorithms 2–3 and Eqs. (49)–(52), PDF pp. 24–25.
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Confidence commits the longest eligible prefix

A token is eligible when its budget expires or its top-token probability reaches a threshold
η < 1.

Window position 1 2 3 4

Top probability 0.98 0.96 0.70 0.99
Commit at η = 0.95 yes yes no no

• The example assumes that no token has exhausted its budget.
• Keep the remaining latents and ages; refill on the right.
• No retraining required. A block model must wait for the whole block.

Teaching example of Algorithms 4–5, Appendix E.1, PDF pp. 26–27. η = 1 disables confidence commits.
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SSD verifies drafts and keeps unfinished continuous states
Preprint. Under review.

so
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first below confidence threshold: run stops diffusion
draft the cat sat by the mat

AR
verify the cat sat on

✓ ✓ ✓ ×

after the cat sat on the mat

grabbed early keep denoising

Figure 3: (Left) Cache Grab-Confidence. (Right) Cache Grab-SSD.

diffusion mask:MCC reduces to pure causal attention. During training, we partition noisy positions
into disjoint groups of S tokens, and each group attends to its own noisy positions and its preceding
clean prefix (see Figure 2). In Appendix C.2, we show how to compute an unbiased estimate of the
variational bound, which we derive in Appendix B.6. Training with causal attention on clean tokens
allows us, at generation time, to commit and cache any leftmost prefix of an active window without
waiting for the rest of the window to complete denoising, since we can always commit and cache
these tokens with the causal AR mask. We leverage this fact in Section 3.6, below.

3.5 CLOCK DIFFUSION LANGUAGE MODELS

Building on our framework, we combine Sliding Window Clock Diffusion with Gaussian noise on
token embeddings, i.e., we use a learnable embedding matrix E ∈ RV×d as the embedder and
perform diffusion over clean embeddings e := E⊤x, and we parameterize our denoising model as
eθ := E⊤xθ, for xθ ∈ ∆V . We also adopt several of the training techniques, such as learned noise
schedules, that were used in a recent successful full sequence continuous DLM from Yang et al.
(2026). Finally, we optimize a continuous-time formulation of the variational Sliding Window Clock
Diffusion objective from (10). Together these elements form a new continuous DLM family that we
call Clock Diffusion Language Models (ClockDLMs). As an ablation, below, we also train a block
version, B-ClockDLMs. See Appendices B and C for full details.

3.6 CACHE GRAB SAMPLERS: ACCELERATED INFERENCE FOR CLOCKDLMS

In our sampling algorithm, any tokens whose local clocks transition to uℓ(s) = 0 are committed and
added to the cache (lines 9–11 of Algorithm 1). Here we introduce samplers that enlarge this set by
optionally grabbing additional token positions for the cache. These Cache Grab samplers can thus
accelerate ClockDLM inference by skipping function evaluations for early-committed tokens.

Cache Grab-Confidence In discrete diffusion, several works accelerate generation with little to no
cost in quality by utilizing heuristics to select which token positions to generate. For example, Wu
et al. (2025) propose to greedily unmask all positions for which the softmax output associated with
the argmax token exceeds some threshold. We can adapt this heuristic for ClockDLMs. Specifically,
after every denoising step, we examine the probability associated with the argmax token at every
position, and we early commit any contiguous left-to-right positions that exceed our desired threshold,
saving any remaining function evaluations in these tokens’ denoising budgets. The accepted tokens
can then be added to the KV cache and all remaining tokens from the active window shift left,
continuing their denoising progress from where they left off, as new noisy tokens are added to the
rightmost slots of the window. This sampler is depicted in Figure 3 and Algorithm 5 in Appendix E.1.
In Appendix E.1, we present an adapted version of this sampler for B-ClockDLMs.

Cache Grab-Self-Speculative Decoding Notably, our sliding window attention mask coincides with
the one proposed in hybrid AR + diffusion training (Gat et al., 2025; Fu et al., 2026). In particular,
Fu et al. (2026) use this mask to enable a ‘self-speculative decoding’ (SSD) mode, a variant of
speculative decoding (Chen et al., 2023; Leviathan et al., 2023) where the diffusion drafter and AR
verifier share all parameters. Inspired by this work, we similarly propose a Cache Grab-SSD sampler.
As in Fu et al. (2026), we require a jointly trained AR prediction on the first half of the 2L training
sequences, and at inference, we perform two function evaluations, one in diffusion mode to produce
token drafts, and one in AR mode to verify and accept a prefix of the active window. Unlike the
linear self-speculative sampler of Fu et al. (2026), which restarts drafting from all mask tokens,
Cache Grab-SSD retains the noisy states and denoising progress of uncommitted positions. Figure 3
illustrates a single step of this sampler, and in Appendix E.2, we provide more details.

6

• Retrain with joint AR + diffusion loss; share model parameters.
• Two calls per iteration: diffusion draft, then causal AR verification.
• Accept the matching prefix plus the AR correction at the first mismatch.
• Retain the uncommitted tail; reaching u = 0 does not force a commit.
Paper, Fig. 3 (right), Appendix E.2 and F, PDF pp. 6, 27–28. Top-1 output matches this joint model’s AR

decoding.
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A sliding window does not automatically reduce call count

Tblock =
L

S
N, TSW =

L+ S − 1
S

N.

• At N = S , the standard sliding sampler takes L+ S − 1 denoising calls.
• It commits one token per call after the pipeline fills.
• Lower budgets use cohorts; Cache Grab skips work by early commits.

How to interpret efficiency

NFE counts all forwards, including setup and SSD verification.
It does not measure latency: the tokens and attention work per call differ.

Paper, Appendix D, PDF pp. 25–26; NFE accounting in Appendix F, p. 28. Fixed-length formulas exclude setup
overhead.
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Three tasks test different consequences of the design

Training data Evaluation Updates Main metric

OpenWebText 100k held-out docs 1M PPL bound ↓
TinyGSM GSM8K, 1,319 tasks 250k pass@1 ↑
CNN/DailyMail 11,490 test articles up to 500k ROUGE ↑

• OWT / math: 12-layer DiT, width 768, 12 attention heads.
• Summarization: Qwen3-style architecture, trained from scratch.
• GSM8K is evaluated by executing generated Python programs.
• Generation: seed 1, batch 1 per GPU; NFE SD is across examples.

Paper, Appendix F and Tables 4–6, PDF pp. 28–32. Tokenizer names do not imply pretrained model weights.
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OWT: 19.5 is the best reported diffusion PPL bound

Model S PPL ↓

AR — 17.5
RePlaid full 21.3
BD3LM 16 22.3
BD3LM 4 20.7
B-ClockDLM 4 20.2
ClockDLM 16 20.6
ClockDLM 4 19.5

The “38%” claim
AR gap: 3.2 → 2.0.

(3.2 − 2.0)/3.2 = 37.5%.

The PPL reduction versus BD3LM
itself is about 5.8%. Diffusion values

are variational upper bounds; AR is
ordinary PPL.

Paper, Table 1, PDF p. 7. Some baseline values are taken from prior work; RePlaid is retrained.
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GSM8K: quality and call savings come in distinct stages

Model / sampler Mean NFE ↓ pass@1 ↑

AR baseline 158.4 64.3%
RePlaid 1025.0 44.5%
BD3LM, S = 32 177.7 61.8%
B-ClockDLM, S = 32 190.1 54.3%
ClockDLM, S = 32 188.1 59.6%

+ Confidence, η = 0.7 59.5 60.0%
+ SSD, joint training 35.5 67.6%

Confidence: 3.16× fewer calls than standard ClockDLM.
SSD: 4.46× fewer calls and +3.3 accuracy points versus the AR baseline.
Paper, Tables 2 and 7, PDF pp. 7, 33. Clock models use N = S ; SSD requires a separately trained joint model.
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The sliding model improves the math budget frontier

16 32 64 128 256 512 1024
Avg. NFEs/seq (↓ )

10
20
30
40
50
60
70

G
SM

8K
 p

as
s@

1 
(↑

) AR
S= 32

16 32 64 128 256 512 1024
Avg. NFEs/seq (↓ )

AR
S= 64

ClockDLM (Ours)
B-ClockDLM (Ours)
RePlaid
Set DLM
BD3LM
MDLM (block SAR)
MDLM (full seq.)

• Compare points toward the upper left: higher accuracy, fewer calls.
• Standard S = 32 ClockDLM is below BD3LM at the main-table budget; several

smaller budgets favor the sliding model.
Paper, Fig. 4, PDF p. 8. Log-scale NFE axis. Clock models sweep N; SW-SetDLM sweeps a confidence threshold.
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Confidence saves calls, with task-dependent quality costs

Model S Standard: NFE / Acc. η = 0.7: NFE / Acc.

ClockDLM 32 188.1 / 59.6% 59.5 / 60.0%
ClockDLM 64 219.1 / 55.6% 78.4 / 53.6%
B-ClockDLM 32 190.1 / 54.3% 71.1 / 53.4%
B-ClockDLM 64 220.1 / 49.1% 103.6 / 48.4%

• A sliding model can commit a prefix; a block model waits for all positions.
• Lower thresholds reduce calls, but GSM8K accuracy is not monotonic.
• At S = 64, the sliding model loses 2.0 accuracy points at η = 0.7.

Paper, Appendix G.2 and Table 7, PDF pp. 32–33. N = S ; NFE means shown.
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Joint training helps even when SSD is not used

Window S Diffusion loss only Joint AR + diffusion Change

4 65.7% 66.6% +0.9 pp
8 63.8% 67.2% +3.4 pp

16 60.0% 63.8% +3.8 pp
32 59.6% 63.5% +3.9 pp
64 55.6% 61.3% +5.7 pp

Both columns use standard diffusion decoding

NFE is essentially unchanged. At S = 32: 188.1 versus 187.4.
The main-table SSD gain therefore includes a training effect.

Paper, Table 8, PDF p. 33. Accuracy on all 1,319 GSM8K test examples. pp = percentage points.
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Summarization still trails discrete diffusion

Model NFE R-1 R-2 R-L

AR 73.1 35.9 14.8 25.0
BD3LM, S = 32 110.7 39.4 17.5 27.0
SW-SetDLM, S ≤ 64 72.2 39.7 17.9 27.8
RePlaid, T = 1024 1025.0 32.2 12.7 22.1
ClockDLM, S = 32 120.3 36.0 14.1 23.8

• Versus RePlaid: all three ROUGE scores improve; 8.52× fewer calls.
• Discrete models offer better quality at similar or lower call counts.
• ROUGE does not directly measure factual accuracy.

Paper, Table 3, PDF p. 8; protocol in Appendix F.3, pp. 30–32. All models trained from scratch; NFE means
shown.
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Open-ended generation exposes a low-budget failure region
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• ClockDLM is stronger around 512+
calls.

• At roughly 64–256 calls, its MAUVE is
near zero.

• At a total budget near 256: about 16
updates/token for ClockDLM, versus
256 for full-sequence RePlaid.

Paper, Appendix G.1 and Fig. 8, PDF pp. 31–32. S = 64; 5,120 sequences; each model uses its best tested
filtering settings.

20 / 28



The main lesson is to co-design clocks and dependencies

1. Representation: continuous embedding diffusion can support variable-length
generation and a stable prefix KV cache.

2. Computation: prefix commits save calls; Confidence preserves the existing diffusion
weights, while SSD adds joint AR training and verification.

3. Evidence: OWT likelihood and math improve, while summarization and low-budget
open generation remain concrete weaknesses.

Next tests: closer training/commit-time alignment, larger models, and measured serving
latency.
Synthesis from Sec. 6, Tables 1–3, Appendix C.2 and Fig. 8. Proposed tests are discussion points.
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Paper reference and discussion

Clock Diffusion: Efficient Semi-Autoregressive Continuous Diffusion Language
Models

Yair Schiff, Omer Belhasin, Roy Uziel, Matan Rusanovsky, Ran Zilberstein, Marianne
Arriola, Gilad Turok, Guanghan Wang, Volodymyr Kuleshov, Michael Elad.

NVIDIA and Cornell University. arXiv:2610.00894v1, 1 October 2026.
https://arxiv.org/abs/2610.00894v1

Discussion question

At a fixed latency budget, how should a sampler allocate window width, per-token
denoising depth, and early-commit confidence?

Main talk ends here (approximately 25 minutes). Backup slides contain derivations and additional protocol details.
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Backup: completion is a boundary with noisy future context

τℓ =
L− ℓ

L+ S − 1
, Aτ+ℓ

= {ℓ, . . . ,min(ℓ+ S − 1, L)}.

uj(τℓ) =
j − ℓ

S
, Cτ+ℓ = {1, . . . , ℓ− 1}.

L∞,SW
recons =

L∑︂
ℓ=1

Eq

[︃
− log pθ

(︃
xℓ | z

A
τ+
ℓ

τℓ , x<ℓ

)︃]︃
.

• At S = 4, the completion ladder is [0, 1/4, 1/2, 3/4].
• Each reconstruction target has a different window and clean prefix.

Paper, Appendix B.6, Eqs. (41)–(44), PDF pp. 22–23.
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Backup: unbiased validation uses shifted windows

Choose ρ ∼ Uniform{0, . . . ,S − 1}; shift groups and mask. Let j(ℓ) = (ℓ− ρ) mod S .

Reconstruction

uℓ =
j(ℓ)

S
, ˆ︁Lrecons = S

∑︂
ℓ

1[j(ℓ) = 0] · CEℓ.

CE is token cross-entropy; each token is a head with probability 1/S .

Diffusion

uℓ =
j(ℓ) + U

S
, U ∼ Uniform[0, 1] per group.

Random position offsets make each token’s local time uniform on [0, 1].

Paper, Appendix C.2, Eqs. (50)–(52), PDF p. 25. Validation: four forwards/batch with self-conditioning.
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Backup: the continuous-time loss includes a clock derivative

L∞
diffusion =

∫︂ 1

0
Eq

⎡⎣ ∑︂
ℓ∈At+

−1
2
SNR′(uℓ(t))u̇ℓ(t)∥eℓ − eℓθ∥2

2

⎤⎦ dt.

• SNR(u) = α(u)2/σ(u)2 decreases as forward noise grows.
• For sliding clocks, u̇ℓ = (L+ S − 1)/S while a position is awake.
• Under du = u̇ℓ(t)dt, the clock derivative cancels the measure change.

Assumptions: absolutely continuous clocks and a continuously differentiable base SNR
schedule (derivatives almost everywhere).
Paper, Eq. (27), PDF p. 19; Eqs. (45)–(48), p. 23. Denoiser conditioning is suppressed in the display.
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Backup: a learned residual corrects an analytic token prior

With unit-norm embedding rows, the Gaussian log-likelihood gives

πℓ
t =

α(uℓ(t))

σ(uℓ(t))2
Ezℓt .

The final vocabulary probabilities are

xℓθ = softmax

(︃
30 tanh

(︃
hℓθ
30

)︃
+ πℓ

t

)︃
.

• hℓθ is the learned vocabulary-logit vector.
• Soft-capping applies to the learned logits, not to the analytic prior.
• Input rescaling and self-conditioning stabilize the 16-dimensional latents.

Paper, Appendix B.4, Eqs. (31)–(32), PDF p. 21. Noise schedules and optimizer settings vary by task.
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Backup: summarization confidence gains are modest

80 100 120 140 160
Avg. NFEs/seq (↓ )

33

34

35

36

R
O

U
G

E-
1 

(↑
)

0.7

0.99

0.7
0.99

ClockDLM
S= 32
S= 64

Standard
Cache Grab-Conf.

• Hollow points: standard decoding.
• Lower threshold: fewer calls, generally

lower ROUGE-1.
• From η = 0.99 to 0.7: about 1.1–1.2×

fewer calls; at most 1.3% relative
ROUGE-1 reduction.

• The threshold comparison starts at 0.99,
not at the hollow points.

Paper, Sec. 4.3 and Fig. 6, PDF pp. 8–9. Green: S = 32; blue: S = 64.
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Backup: conditional-task protocols differ in meaningful ways

TinyGSM → GSM8K

• Code continuation, context 512.
• Padding contributes to

diffusion-model loss.
• Execute the generated program;

tolerance 10−3.
• Fixed 250k-step EMA checkpoint.

CNN/DailyMail

• Article 512 tokens; target 180; canvas
768.

• Padding excluded from loss and
attention.

• Minimum 50 generated non-EOS
tokens; length/repetition penalties.

• Best validation-loss checkpoint.

Paper, Appendix F.2–F.3 and Tables 5–6, PDF pp. 29–32. Both use DDPM with top-1 clean-token estimates.
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