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A recalled fact may still fail to support new learning

Research question

Which property of a pretrained model’s knowledge predicts whether new knowledge built
on it generalizes?

• Recall: the model can answer an existing relation, such as city → continent.
• Active knowledge: the relation’s shared structure supports a new task on unseen

subjects.
• Hypothesis: linearly readable answers in pretrained subject states support that

transfer.
Paper, Secs. 1–2, PDF pp. 1–4. “Active” and “inert” are task-relative operational terms.

2 / 20



Random relabeling isolates the old relation’s structure

1 Pretrained model
its internal representation

of each subject, drawn in 2-D

2 Relabel the answers
a random bijection maps
each answer to an animal

3 Fine-tune, then test
train on most subjects,
test on a held-out one

What we measure

Relation A
active fact:
recalled and
generalizes

Relation B
inert fact:
recalled but
does not generalize

crab

zebra

boar

panda

robin

snail

new relation’s test prompt:

. . . The medallion of

features the crab

new relation’s test prompt:

. . . The medallion of

features the snail

expected: panda

Recall
pretrained model’s acc.

high

Pre-linearity
probe gain over chance

high

Generalization
held-out subject accuracy

high

Recall high

Pre-linearity low

Generalization low

subject used for fine-tuning held-out subject, not fine-tuned or probed
color: the subject’s original answer linear probe’s boundaries between the answers

Figure 1: Facts generalize to a new relation when they are linearly readable. The pretrained
model recalls relations A and B equally well, but only A’s answers are linearly readable from its
representations of the subjects. A random bijection from the answers to animal labels defines a
new relation. After fine-tuning on it, the model generalizes A’s labels to held-out subjects but not
B’s. The fine-tuned model’s wrong label for B’s held-out subject, “snail,” is the label of the answer
the linear probe picks for that subject, not of its true answer (Generalization failures). Pre-linearity
predicts Generalization better than Recall does (Pre-linearity versus Recall). Section 3 defines the
three measures.

research question is: What property of how a pretrained model encodes its knowledge determines
whether new knowledge built on it generalizes?

We hypothesize that the answer is linear structure. Linear relational embeddings were originally
proposed as a mechanism for generalizing to unseen relational facts (Paccanaro & Hinton, 2000),
and many relations in modern language models are, to a good approximation, decoded linearly from
the subject’s representation (Hernandez et al., 2024; Merullo et al., 2025). In a synthetic setting,
knowledge that is linearly encoded on the entity is the knowledge that fine-tuning can extract (Allen-
Zhu & Li, 2024). But whether the linearity of a pretrained model’s real-world knowledge affects
how new knowledge built on it generalizes has not been tested. The hypothesis we investigate is
that the more linearly readable a relation’s answers are in the pretrained model, which we call the
relation’s Pre-linearity, the better new knowledge built on that relation generalizes after fine-tuning.

To this end, we construct new relations from existing ones (Figure 1). Take the pretrained relation
that maps a place to its continent (Paris → Europe) and relabel each of its answers at random with
a different arbitrary word, such as an animal name (Europe → crab, Asia → zebra). The resulting
new relation maps Paris → crab. We fine-tune the model on the new relation for a subset of subjects,
without telling it the original relation or the relabeling rule, and test whether it assigns the right
labels to held-out subjects. Having learned Paris → crab, does it answer Munich → crab? The design
directly tests for statistical generalization. The new relation is unknown to the model, but its structure
is inherited from the pretrained relation, so the model can generalize only by building on what
it already knows. We measure Pre-linearity with a cross-validated linear probe on the pretrained
model’s subject representations, Recall as the pretrained model’s accuracy on the pretrained relation,
and Generalization as the fine-tuned model’s accuracy on held-out subjects (§3).

Across eleven open-weight language models, base and post-trained, from 2B to 27B parameters, and
70 relations, Pre-linearity strongly predicts Generalization. Within each model, the two correlate
across relations at Pearson r = 0.87 to 0.92 (median 0.90; §5). The association is not explained by
how well the model recalls the relation, by the numbers of answers and fine-tuning subjects, or by
how often the subjects occur in pretraining text. Controlling for all four jointly, r is still 0.70 to
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Paper, Fig. 1, PDF p. 2. Original conceptual illustration; open circles are unseen subjects.
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Train on some subjects; test on different subjects

Constructed relation

Rπ(u) = π(eR(u)), π : E −→ L

eR(u): old answer; L: random labels; π: random
bijection.

• Europe ↦→ crab; Asia ↦→ zebra.
• Paris ↦→ crab is seen in fine-tuning.
• Munich ↦→ crab is tested only if Munich is

held out.

Subject split

T : fine-tuning and probe subjects

H: held-out evaluation subjects

At least four T and one H subject
per old answer. H is never used to
fit or select the probe.

Paper, Sec. 3, PDF pp. 4–5. The mapping is withheld from the model.
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The three measures answer different questions

Measure Model and subjects What is scored

Recall Pretrained model; T Old answers under old relation
prompts

Pre-linearity Pretrained model; T Cross-validated linear probe of
old answers, minus a majority
baseline

Generalization Fine-tuned model; H New labels under a held-out
prompt template

Common metric: class-balanced candidate accuracy

Top-1 over candidate first tokens, averaged equally across answer classes. Chance is 1/|E|.

Paper, Sec. 3, PDF p. 5. Evaluation is candidate-restricted first-token classification.
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Pre-linearity probes a compact subject representation

Probe input and model

zk =
v⊤k (h − µ)

σk
, k = 1, . . . , 16.

p(e | u) = softmax(Wz + b)e .

• h: state of the subject span’s last token in an
old-relation query.

• PCA gives 16 directions; whitening scales each to
unit variance.

• Fit cross-entropy plus 10−2∥W ∥2/2.

Interpretation

Can a simple readout separate
subjects by their old answers
before any new-task fine-tuning?

The same dimension and
regularization are fixed for every
model and relation.

Paper, Sec. 3, PDF p. 5. PCA and whitening are fitted inside each training fold.
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Nested cross-validation keeps layer choice inside training data
A PRE-LINEARITY CROSS-VALIDATION

Figure 5 shows the three levels of subject splitting that Pre-linearity uses, described step by step in
Method.

Level 1: subject split

T : fine-tuning subjects H: held-out subjects
not used by the probe

Level 2: outer cross-validation (10 folds)
1 2 3 4 5 6 7 8 9 10

outer test fold outer training set

Level 3: inner layer selection (5 folds)
every layer rotate through all 5

fit fit fit fit

inner validation foldclass-balanced accuracy

selected layer ℓ∗ refit at ℓ∗ on
outer training set

predict
outer test fold

preprocessing fitted on training folds only repeat for all 10 outer folds

one prediction per subject in T

Pre-linearity
class-balanced accuracy
minus majority baseline

Figure 5: The three levels of subject splitting behind Pre-linearity. The held-out subjects H never
enter the probe. The outer loop gives every fine-tuning subject in T one prediction from a probe that
did not see it; the inner loop, inside each outer training set, only chooses the layer.

B FINE-TUNING RECIPE

Every model is fine-tuned with the same recipe, on all of its parameters. A relation has 4|T | training
records, one per fine-tuning subject and template pair. A record is the prompt followed by a space
and the label, and the loss is the cross-entropy at the label’s first token only. The optimizer is
AdamW with β = (0.9, 0.95), ϵ = 10−8 and no weight decay, and gradients are clipped to norm
1.0. The learning rate warms up linearly to 10−5 over the first 10% of steps and then decays along a
cosine to 10−6. Each step averages the gradient over 16 records. We run micro-batches of 4 records
per device (2 for Gemma-4-E2B and Qwen3.8-27B) with gradient accumulation, and shard models
that need more than one GPU with fully sharded data parallelism, on up to eight GPUs. Training
runs for 20 epochs, each using every record once in a fresh order, so every fine-tuning fact is seen
80 times, 20 in each wording. Forward and backward passes run in bfloat16; the parameters and
the AdamW moments are kept in float32. Generalization is read after the last epoch. Subject roles,
the label subset L and the folds use one fixed seed in every run; the bijection is keyed by relation
and repetition, and the optimizer seed, which also sets the record order, equals the repetition index.
Table 3 gives each model’s accuracy on its fine-tuning subjects after the last epoch.
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Paper, Sec. 3, PDF pp. 5–6; Fig. 5, PDF p. 14. Original figure cropped from PDF.
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The test covers 70 relations and 11 language models

Source n Example

Hernandez 11 company → HQ
Town 6 town → latitude band
BEAR 53 place → continent

Total 70 ≥ 5 answers each

• 11 open-weight models, about
2B–27B parameters; base and
post-trained checkpoints.

• Main labels: 179 curated animal
names.

• Each relation has at least 25
fine-tuning subjects.

• Subject frequency uses Dolma v1.7
counts as a pretraining-exposure proxy.

Paper, Sec. 4, PDF pp. 6–8; Appendix E, PDF pp. 21–22.
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All models learn the observed new-relation facts

Fine-tuning recipe

Full-parameter updates; four fictional-story templates per training subject; cross-entropy
only on the new label’s first token; 20 epochs.

• Each subject–label fact appears 80 times in total: 20 epochs × 4 wordings.
• Evaluation uses a fifth, held-out wording and unseen subjects H.
• Every reported model reaches 1.00 candidate accuracy on its training subjects.

The remaining question is generalization to H, rather than fitting the observed mapping.
Paper, Sec. 3, PDF p. 5; Appendix B and Table 3, PDF pp. 14–15.
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Higher pre-linearity tracks higher held-out generalization

G9v3-3B
r = .92 ρ = .89

0

.5

1

Gemma-4-E2B
r = .90 ρ = .90

Granite-4.2-3B
r = .87 ρ = .89

LFM2.5-2.6B-Base
r = .89 ρ = .90

MiniCPM5-2B-Base
r = .92 ρ = .90

Nanbeige4-3B-Base
r = .90 ρ = .85

0 .5 1

OLMo-3-1025-7B
r = .89 ρ = .87

0
0

.5

.5

1

1

Phi-4-mini-instruct
r = .88 ρ = .88

0 .5 1

Qwen3.5-9B
r = .90 ρ = .89

0 .5 1

Qwen3.5-9B-Base
r = .87 ρ = .86

0 .5 1

Qwen3.8-27B
r = .90 ρ = .89

0 .5 1

Relation set
Hernandez
Town
BEAR

Marks
OLS fit

G
en

er
al

iz
at

io
n

Pre-linearity

Paper, Fig. 2, PDF p. 6. One point per relation in each model; Pearson r = 0.87–0.92 across 70 relations.
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Four controls reduce the association but do not erase it

Within-model association across relations Pearson r Spearman ρ

Raw 0.87–0.92 0.85–0.90

Controlling for old-relation Recall 0.79–0.86 0.79–0.87

Jointly controlling for Recall, answer count,
training-subject count and subject frequency

0.70–0.82 0.75–0.85

Statistical unit
Correlations are computed across the 70 relations separately within each of the 11 models.
Intervals bootstrap relations, with controls refitted in each resample.

Paper, Table 1, PDF p. 7; Appendix H, PDF p. 24. Numbers are coefficients, not accuracy gains.
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Pre-linearity retains more signal than Recall

Pearson r

0 .5 1

G9v3-3B

Gemma-4-E2B

Granite-4.2-3B

LFM2.5-2.6B-Base

MiniCPM5-2B-Base

Nanbeige4-3B-Base

OLMo-3-1025-7B

Phi-4-mini-instruct

Qwen3.5-9B

Qwen3.5-9B-Base

Qwen3.8-27B

Spearman ρ

0 .5 1

Predictor Pre-linearity, controlling for Recall
Recall, controlling for Pre-linearity

Marks partial correlation over relations
95% bootstrap interval

• Pre-linearity | Recall: Pearson
r = 0.79–0.86.

• Recall | Pre-linearity: Pearson
r = 0.40–0.58.

• Recall carries some independent
association, but less than Pre-linearity.

Paper, Sec. 5 and Fig. 3a, PDF pp. 8–9. Dots: partial correlations; bars: 95% bootstrap intervals.
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Changing the labels leaves the pattern intact

Pearson r
of Pre-linearity and

Generalization

.85 .9 .95 1

Spearman ρ
with the animal

ordering

.85 .9 .95 1

animal (179) reference
state (268)

quantity (151)
group (167)

attribute (245)
location (95)

object (91)
person (372)

event (209)
act (460)

substance (233)
cognition (197)

artifact (393)
communication (312)

Marks 95% bootstrap interval
animal label set: interval
animal label set: value

• Rerun all 70 relations with 13 other
WordNet label categories.

• Pre-linearity–Generalization Pearson
r = 0.91–0.93.

• Relation ranking agrees with animal
labels: ρ = 0.95–0.97.

Scope

This category comparison is on
MiniCPM5-2B-Base only.

Paper, Sec. 5 and Fig. 3b, PDF pp. 8–9; label sets in Table 7, PDF p. 22.
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New mappings and seeds produce similar correlations

MiniCPM5-2B-Base, 70 relations Run 0 Run 1 Run 2

Pearson r 0.92 0.93 0.92
Spearman ρ 0.90 0.89 0.92

• Each run redraws the answer-to-label bijection and the fine-tuning seed.
• On 17 Hernandez and Town relations, repeats across ten models yield Pearson
r = 0.78–0.95.

• Subject split, label subset and templates remain fixed across repeats.
Paper, Table 2, PDF p. 9; Appendix D, Tables 4–5, PDF p. 20.
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Wrong labels often match the probe’s preferred old answer

Share of the errors

Pre-linearity probe
Recall

Fine-tuning subjects T
Before fine-tuning

Total explained

0 5 10 15 20%

Observed

8.8% 7.1% 5.6% 21.5%
11.5%

5.0% 8.0% 12.9%
2.4%

48.3%

0 5%

Shuffled baseline

8.8%
7.3%

8.3%
2.3%

26.7%

0 5%

Chance baseline

5.6%
6.4%

3.3%
2.5%

17.8%

Shades in each color: ranked 1st, 2nd, 3rd most frequent answer 5 nearest subjects (cosine)

• Probe top-3: 21.5% of errors versus 8.8% after shuffling wrong labels.
• Pretrained model top-3: 11.5% versus 7.3% shuffled.
Paper, Fig. 4, PDF p. 9. Shares use equal split when explanations coincide; baselines are shuffled and chance

errors.

15 / 20



The error analysis links the correlation to individual subjects

Diagnostic sequence

Wrong new label π−1
−−→ old answer

compare−−−−−→ probe and pretrained-model rankings.

• 37,571 held-out errors from 757 model–relation fine-tunes that made an error.
• Probe rankings receive more attribution than the old-relation model rankings.
• All considered explanations cover 48.3% of errors, versus 26.7% after shuffling.

Interpretation: errors preferentially follow structure readable by the probe.
Paper, Sec. 5, PDF p. 9; Appendix G, PDF pp. 23–24. Attribution depends on the named explanations and share
rule.

16 / 20



The evidence supports a representation-based predictor

• The old relation’s linearly readable answer structure is measurable before fine-tuning.
• It predicts transfer to unseen subjects across diverse tested relations and models.
• Recall, relation size and a frequency proxy do not account for the full association.

Scope of the inference

English relations, arbitrary word labels, full-parameter fine-tuning and candidate-restricted
first-token evaluation. Correlations and error alignment do not identify a unique causal
mechanism.

Paper, Secs. 3–6, PDF pp. 4–10. The scope statement is our interpretation of the reported design.
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Take-home: measure usable structure, not just recall

1. Design: random relabeling turns an old relation into an unseen transfer test.
2. Finding: Pre-linearity predicts Generalization in all 11 models (r = 0.87–0.92).
3. Mechanistic clue: wrong new labels align with the probe’s old-answer ranking.

Question for discussion

Would improving linear readability of an existing relation causally improve transfer to a
new one?

Paper, Table 1, PDF p. 7; Fig. 4, PDF p. 9. Discussion question is a proposed follow-up.
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Paper and resources

• Faridoun Mehri and Hinrich Schütze. Knowledge That Is Linear Before Fine-Tuning
Generalizes After It. arXiv:2610.22300v2, 2026.

• Versioned paper PDF and official experiment code and data.
• The arXiv record lists no journal reference or conference as of 27 Oct 2026.

Questions and discussion
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https://arxiv.org/abs/2610.22300v2
https://arxiv.org/pdf/2610.22300v2
https://github.com/NightMachinery/active-inert-facts


Backup: exact model-level Pearson coefficients

Model Raw r Joint-control r

G9v3-3B .92 .82
Gemma-4-E2B .90 .80
Granite-4.2-3B .87 .70
LFM2.5-2.6B-Base .89 .76
MiniCPM5-2B-Base .92 .82
Nanbeige4-3B-Base .90 .77
OLMo-3-1025-7B .89 .80
Phi-4-mini-instruct .88 .75
Qwen3.5-9B .90 .77
Qwen3.5-9B-Base .87 .72
Qwen3.8-27B .90 .79

Paper, Table 1, PDF p. 7. Joint controls: Recall, answer count, training-subject count and subject frequency.
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